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A wide body of work has applied the concept of critical slowing down to
estimate the stability of different Earth system components. Most of them -
such as global vegetation — are inherently non-stationary, for example due to
strong seasonal forcing that complicates the estimation of their resilience to

external perturbations. Here, we introduce a method to account for non-
stationarity in estimating the resilience of diverse synthetic and real-world
systems via a regression-based formulation of the Langevin equation. Our
method does not require extensive data pre-processing, is robust to gaps in
the data record, and does not require regular time sampling. We further show
that our method can incorporate time-varying data uncertainties, derive
uncertainty bounds for stability estimates, and can be natively extended to
examine spatial systems. Our method is a drop-in replacement for widely-used
autocorrelation-based resilience estimates, and can be applied across diverse
Earth system components.

There has been substantial recent research focused on understanding
the stability and resilience of different Earth system components'”;
much of this work is based on the concept of ‘critical slowing down’
(CSD), which uses slowing system dynamics when approaching critical
transition points to provide a warning of oncoming state changes>*°,
Lag-1 autocorrelation (AC1) and variance are the most commonly used
early warning indicators, though there exist several other approaches,
such as spatial indicators”, empirical and regression-based
estimates®?,  eigenvalue-based approaches” ™, moment-based
reconstructions'®”’, spectral properties’®'?, and deep learning?®*.,

The majority of CSD metrics rely on (1) evenly-sampled time series
and (2) the assumption of data stationarity (i.e., that it is trend- and
seasonality-free) over a chosen temporal analysis window. While many
instrument records are inherently evenly sampled, this is not always
the case when considering, for example, paleoclimate proxy records or
using composite products based on multiple data sets. Data statio-
narity is often accomplished by pre-processing seasonal or otherwise
non-stationary data (e.g., paleoclimate records with Milankovich
cycles?) using statistical deseasoning and detrending techniques®?.
The reliance on stationary data is due to the core assumption that a

system can be linearized around a stable fixed point, and hence can
define an Ornstein-Uhlenbeck process® with a damping rate control-
ling how fast a given external perturbation decays back towards the
current equilibrium’. This framing motivates the use of, e.g., AC1 and
variance as early-warning signals of oncoming critical transitions, and
has been widely applied across disciplines®’'%*,

Existing CSD frameworks, hence, require error-prone data pre-
processing to remove time-dependence (e.g., seasonality)®**; sig-
nificant issues with the calculation of AC1 and variance on real-world
data and data with gaps have also been found in recent work?. Fur-
thermore, processes independent of stability loss - such as changes in
sensor signal-to-noise ratios®” - can also drive changes in AC1 and
variance. Current methods also struggle to integrate data uncertainty
into stability estimates??’; this is a critical limitation for many data sets
- such as paleoclimate proxies — which have inherent and time-varying
uncertainties in their measurements as well as in corresponding age
estimates that are often not captured using current approaches. The
propagation of deseasoning and detrending errors into stability esti-
mates is also not common practice, despite clear evidence that the
choice of pre-processing strategy influences these estimates™*.
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In this work, we introduce a regression-based approach to esti-
mating the resilience (quantified in terms of the recovery rate 1) of a
given system using the Langevin equation that can natively handle
irregularly sampled data, non-stationary data, data with time-varying
uncertainties, and spatially extended systems. We first motivate our
approach within CSD theory, and illustrate its advantages using a
synthetic time series model. We further apply our direct recovery rate
estimation method to real-world data that has, until now, required
several pre-processing steps, including vegetation dynamics, paleo-
climate proxies, and glacier surges, and show how it can add additional
context, such as uncertainty estimates, to the widely-used stability
indicator A.

Results

Theoretical framing

A general framing of the stability of a dynamical system can be moti-
vated by assuming that a system state x(f) is a stochastic Markov
process characterized by a time-dependent attractor u(¢); that attrac-
tor u(t) can be fixed, drifting, or oscillating (i.e., a limit cycle). The
dynamics of that system can be described using the Langevin equation:

d
Srfe o+ aon M

where the deterministic function f(x, t) yields the time-dependent
attractor and describes the restoring force against perturbations, and
n(t) are Gaussian white noise disturbances with magnitude o(t) (i.e.,
noise intensity). As u(t) captures the system’s deterministic trajectory,
evaluating f(x, t) exactly on the attractor yields the attractor’s
trajectory gradient, here termed £ If we assume that the system is
near the attractor u(t), the system’s fast and noisy dynamics are largely
governed by the restoring forces encoded by fix, t) around u(¢). These
forces can be described as approximately linear at each point in time,
yielding:

dx du

— == — At)(x(t) — p(t) + o(t)n(t) @)

where A(¢t) is the restoring rate (i.e., gradient of the restoring force), or
how strongly perturbations decay towards the attractor. It is this linear
restoring force that is typically regarded as a measure of system resi-
lience, with a decrease towards zero signaling a loss of resilience.
Equation (2) is the basis for most common techniques of estimating A,
as removing the suspected position of the attractor from time series
data yields a process that should restore towards equilibrium. In such a
process, A is directly accessible via proxy statistics such as AC1 and
variance. However, the attractor location u(¢) is typically not known,
and its movement 2% ” is often disregarded, meaning that any attempt to
remove non- statlonary components by means of detrending or
deseasoning can bias A estimates in complex ways.

Here, we propose taking the functional form of the attractor as a
starting point. In many natural systems (such as seasonally forced
systems), the attractor’s movement is well-constrained and can be
functionally modeled. The instantaneous change f{(x, ¢) in the system
state can thus be approximately decomposed into a part that depends
on x explicitly and linearly, and a part that arises purely from external
forcing and is thus a function of time ¢.

To analyze changes in A through time, we construct a set of
moving (temporal) windows. Within each moving window, we assume
our system dynamics f to be quasi-stationary (i.e., the resilience A and
noise strength o are constant). This means that while the system can be
globally non-stationary (e.g., seasonal cycles or trends, including
changes in resilience), we assume that any slow external changes (e.g.,
climate change) can be neglected over one temporal observation
window, whose size needs to be chosen according to the speed of the

system dynamics. We also assume that external perturbations (e.g.,
rainfall over a spatial domain) are homogeneous; this allows us to treat
spatial variations in x(f) as being caused by random noise and the
internal dynamics and feedbacks responding to that noise, rather than
by spatial variability in external perturbations. This is trivially the case
for one-dimensional time series, but must be accounted for when
considering spatio-temporal data.

Under the above assumptions, we can treat the restoring rate A(t)
as approximately constant within a short temporal window. We can

thus discretize Equation (2) in time using the observations xj, ..., X,
taken at time points &, ..., t;:
Ax;  x;
M X =X —/1x + {Aﬂ(t)Jr—(t)}
AT g -t 3
1 —

m(t;)

where &% ¢ is the discrete rate of change of x and €;is discrete stochastic
noise; we group the attractor dynamics (u and & together for clarity as
they both depend on time ¢;. This formulation ylelds alinear regression
problem where A is the negative of the slope of the regression (8;), and
both the position and movement of the attractor are contained within
m(t;). The residual term ¢; captures any deviations from the estimated
attractor u. A diminishing contribution of the system state to the
regression fit - i.e., a decreasing estimate of A over several temporal
windows - can be interpreted analogously as a decrease in system
resilience. We note that the temporal scale of the recovery rate A
depends entirely on the chosen moving window; A is estimated over a
given temporal window, meaning that sub-annual temporal windows
would resolve sub-annual variation in A, and multi-annual windows
would yield 1 estimates averaged over that entire span.

For our analysis, we assume that the strength of process noise (or)
is substantially larger than any observation or measurement noise (6).
As we estimate A by regressing the increments M' on the states x;, any
measurement noise & will mﬂuence both variables: a positive error §;in
x; will induce a negative error in At' Our A estimates thus act as an
upper bound on the true stability of the system; if we assume that
on > 6, this upward bias becomes negligible.

Simultaneous estimation of A and p. For a simple system with no
expressions of seasonality or linear trends, any drift in the system
collapses into the regression intercept (8o = m(t;)), which contains both
A and the attractor pu. This assumes that the external forcing is negli-
gible within the analysis window (e.g., slow climate change) and that
there is no inherent non-stationarity in the system (i.e., it does not have
any seasonal oscillations or trends).

Most systems on Earth are, however, not so simple - many sys-
tems are driven by oscillating forcing, such as the daily or annual cycles
in temperature and sunlight that are central to their dynamics. To
capture such an oscillating attractor, we need to correctly pose the
linear regression problem (Equation (3)); for the case where y contains
a seasonal component with a known period (e.g., one year), we can
approximate it with a Fourier series of kK harmonic terms:

Ax;

a6 \//Lx Zk |[Ax sintkwt;) + B, cos(kwt;)] + By +€;

“)

A m(t;)

where m(t;) is a time-varying intercept modeled using A, and By as the
harmonic fitting terms for frequency w that constitute the linear
regression factors beyond the linear restoring rate A. As the derivative
of a harmonic series yields another harmonic series, both Au(t;) and
%’:(ti) are absorbed into the coefficients Ay and By; Bo captures any
constant offset in the attractor position. We choose n >2 to allow for
asymmetric seasonality (e.g., steeper greening than browning phases
in vegetation) in complex real-world data. We note that the regression
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model defined in Equation (3) can also be reformulated to incorporate
simpler (e.g., linear drift) or more complex components (e.g.,
Milankovich cycles in paleoclimate records), depending on the system
under study and its assumed attractor shape. We incorporate the
assumed attractor shape directly into our regression design matrix;
this approach allows for flexibly modeling diverse systems, as well as
combining multiple assumed forcing regimes (e.g., both harmonic and
linear forcings on the system).

For any chosen attractor model, we can then capture A via
regression; in the simplest case, an Ordinary Least Squares regression
can be used. For systems with known uncertainty (e.g., with indepen-
dent error estimates for each sample), we can also use a weighted
regression to estimate A. In principle, other regression models can also
be substituted; here we use an outlier-minimizing robust regression
(“Methods”), which is flexible to both small (e.g., one-dimensional time
series) and large (e.g., extensive spatio-temporal grids) data.

Relationship to widely-used CSD indicators. Several proxy statistics
for estimating the restoring rate A have been proposed in the literature,
the most commonly used being AC1 and variance. Both of these
metrics, however, can be polluted by signals which are unrelated to
any changes in internal dynamics®??%, For an Ornstein-Uhlenbeck
process driven by white noise o, A estimated from variance (here
termed Ay,,) is derived from both stability and driving noise strength
(Var (x)= ZA”—Z[); a change in variance can be equally caused by a loss of
resilience (1 moving towards zero) or increased driving noise
(increasing o). The widely-used autocorrelation-based A formulation
(here termed Aacy) is estimated as AC1 = €*; both metrics require that
the system fluctuates around a constant mean (i.e., it does not have
seasonal oscillations that can bias variance and autocorrelation). Fur-
ther, the system must be continuously sampled at a fixed interval At
without gaps, as Aac; relies on sequential pairs of fixed At representing
a constant lag and Ay, is influenced by both changes in data density
(i.e., the sample variance can be biased by more summer than winter
measurements) and data spacing (i.e., the amount of random noise
between measurements scales with A¢, making Ay, impossible to
cleanly invert for changing At). In principle, both of these problems can
be solved via data pre-processing schemes, although interpolation
(either to fill gaps or to fit an even time sampling) will, by construction,
increase autocorrelation in a time series, and the choice of deseason-
ing procedure can introduce complex biases in both Axc; and Ay. ™
These same stationarity and sampling limitations apply to other
moving-window based A estimation techniques, such as those using
Kramers-Moyal coefficients” or dynamic eigenvalues®.

Our regression-based estimate of A (Equation (3)), however, does
not require deseasoning and detrending to stationarity; any determi-
nistic time dependence (e.g., seasonality, Equation (4)) can be mod-
eled explicitly via covariates, allowing A and the (time-varying)
attractor u to be estimated simultaneously. Further, by using % rather
than constant steps (4¢; = At), we are not bound by fixed sampling
intervals; this means that we can accommodate irregularly-sampled
and incomplete time series without interpolation. We note, however,
that our approach does not directly yield a continuous-time estimate
of A, as is the case for Axc; and Ay,,, which arise directly from the
analytical solution to an Ornstein-Uhlenbeck process®. We rather
recover a discrete-time, finite-difference estimate (1;), which must be
converted to continuous time (A;) before comparison with Axc; and
Avar, as well as to correct for changes in sampling density (4¢) through
time (“Methods”). For all analyses presented here, we use the cor-
rected, continuous-time, A. unless explicitly specified, referring to it as
A for simplicity.

If we consider a simple dynamical system with seasonality moving
towards a state transition (Fig. 1), we can assess the robustness of the
regression-based A to randomly-distributed gaps and compare its
performance to the common practice of first deseasoning the data and

then computing A on the nominally stationary residual time series. We
model seasonality in the temporal moving windows via harmonic
terms in the regression design matrix (Equation (4)); we refer to this
approach generally as parametric regression.

We find that our parametric regression-based A is robust to gaps,
even when they are extremely numerous (“Methods”, Fig. 1b) or
cover substantial periods (e.g., a six-month winter gap, Supplemen-
tary Fig. S1). We further find that our parametric regression approach
successfully accounts for seasonal oscillations, and that the com-
puted A on both the seasonal and a non-seasonal control model (i.e.,
the same model formulation with an annual seasonal amplitude of
zero) is very similar (Fig. 1c). This is not the case for common
deseasoning methods such as Seasonal Trend Decomposition via
Loess (STL)”, removing harmonic seasonality”, and using the cli-
matological mean*, which do not necessarily preserve the full red-
noise spectrum of the underlying data and hence can substantially
bias the estimation of A (Fig. 1c).

We can also natively extend our regression-based approach to the
spatial context by collapsing the spatial dimension before regression
(“Methods”). As in the one-dimensional case (Fig. 1), we note that our
parametric regression with harmonic terms successfully mimics the
non-seasonal control run, while common pre-processing schemes
introduce significant bias into A estimates (Supplementary Fig. S2).
While the extension of our method to the spatial domain is of poten-
tially great benefit, there are several assumptions that need to be made
about the spatial heterogeneity of forcing that preclude its use in some
cases (“Methods”).

Our parametric regression approach has three further benefits
beyond being robust to gaps and accounting for non-stationary
attractors via regression terms: (1) we can handle uncertainty and
measurement errors robustly using a weighted regression; (2) we
recover uncertainty estimates of A that explicitly account for errors in
the assumed attractor shape; and (3) we implicitly account for
uneven time sampling, removing the need for temporal interpola-
tion. We use three illustrative examples to show how we can capture
A in settings that previously required extensive pre-processing and
data cleaning.

Global vegetation resilience

Several studies have examined global vegetation resilience
patterns*'>*'*3; however, estimates of vegetation resilience change
vary widely with the employed method and data set. There is also
substantial work showing that common pre-processing strategies bias
estimates of 1%, as well as strong evidence for gaps driving at least
some of the spatial diversity in vegetation resilience trends®. If we re-
assess one commonly-used data set (kNDVI from MODIS***), we can
directly compare A estimates over two distinct time periods covering
half of the datarecord each (2001-2012 and 2013-2025, Fig. 2). We use
both a harmonic and a linear term in our parametric regression model
to account for both slow changes in the mean state - such as greening
or browning - and annual seasonality.

We confirm previous results (i.e., the broad-scale patterns of A and
A decreases) with our method that is (1) robust to gaps (Fig. 1) and (2)
handles seasonality and trends via parametric regression (Equation
(4)) rather than statistical deseasoning techniques. We document
decreasing stability in many - but not all - ecosystems, implying longer
recovery times from perturbations, as has previously been
reported*’>?2. We further note that the spatial patterns of A derived
using our method and via AC1 or variance are broadly similar (Sup-
plementary Fig. S3), though they are strongly influenced by the choice
of deseasoning procedure.

We cannot confirm or refute large-scale changes in Amazon
vegetation resilience™"*? that have been previously argued for based
on Vegetation Optical Depth>**>* data. We attribute the lack of
spatially coherent changes in A in the Amazon to the inherent
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(a) One-Dimensional Model with Seasonality
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Fig. 1| Stability of a simple time series model. a Pitchfork bifurcation model with
seasonality (“Methods”). b Restoring rate A estimated using parametric regression
with harmonic terms on realizations with different percentages of randomly dis-

tributed gaps. ¢ A estimated on a non-seasonal control model (blue) compared to
estimates on a seasonal model using parametric regression (red) as well as typical

1975 1980 1985 1990 1995

Date

2000

deseasoning approaches (teal, yellow, purple). Shaded bounds (b, ¢) cover one
standard deviation uncertainty in A (“Methods”). Note that A estimated on our
seasonal model using parametric regression yields the most similar results to the
non-seasonal control A (“Methods”).

limitations of kNDVI data in dense and cloud-covered forests where
optical vegetation indices tend to saturate and lose the ability to
concisely capture ecosystem dynamics.

Paleoclimate proxy data

Paleoclimate proxies are a difficult data source with uneven sampling
rates and diverse uncertainty estimates; previous approaches, e.g.,
ref. 37-39 have used a range of pre-processing techniques to make the
data more tractable within the CSD framework. We use the raw NGRIP
ice core data*®*, without pre-processing or resampling, to assess
changes in A through time; this data has been used to argue for signs of
CSD before Dansgaard-Oeschger (DO) events®***?, which mark rapid
shifts in Northern-Hemisphere climate with global imprints*?, although
recent work including many other Greenland ice cores provides a more
inconclusive picture regarding the presence of CSD prior to DO
events”. In contrast to previous work, we incorporate both measure-
ment error*® and timing uncertainty into our A estimates, and capture
local changes in the mean state via a linear term in our regression
(“Methods”). We further correct for uneven sampling rates in the

NGRIP data to minimize biases due to variable A4¢;, especially in
deeper sections of the ice core (“Methods”).

We find inconclusive evidence for statistical precursor signals
preceding DO events based on our bias-corrected A; (Fig. 3). This
agrees with previous assessments, which quantified A in terms of
increasing variance and autocorrelation®*’, and found statistically
inconclusive evidence for early warning of DO events. We further note
that discrete-time A, estimates which are not corrected for strongly
variable A¢; (Fig. 3b) are biased in the deep sections of the NGRIP data,
and provide misleading signals of CSD prior to DO events due to the
impacts of uneven sampling intervals (“Methods”). We note, however,
that recent (past 2,000 years) A estimates are the lowest they have
been in at least 50,000 years (Supplementary Fig. S4), indicating a less
stable Northern Hemisphere climate than in the past interglacial
interval.

Glacier surge prediction
Glacier surging is a well-documented phenomenon in which a glacier
periodically shifts from a slow quiescent state to a phase of rapid
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Fig. 2 | Global vegetation resilience. A Estimated 1 over vegetated ecosystems globally. C A differences filtered by spatial consistency (“Methods”), showing fewer
(MODIS kNDVI, 2001-2025), with anthropogenic land-cover types masked basedon  coherent blocks of positive and negative A changes globally, and a stronger ten-
MODIS land-cover data (“Methods”). B Normalized difference in A between the dency towards resilience loss. Insets show histograms of global values, with median

period 2013-2025 and 2001-2012, showing a slight tendency towards decreasing A and standard deviation marked for different maps.
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Fig. 3 | NGRIP Ice core data. a 6°0 isotope records from NGRIP*’, Vertical lines
mark DO event timing after”. Data subset to 20,000 years for clarity. The full
period of the high-resolution NGRIP data can be found in Supplementary Fig. S4.
b Changes in discrete-time A, calculated on the raw time series without pre-pro-
cessing, incorporating measurement and age-model uncertainties via weighted

least squares (“Methods”). ¢ Corrected A, accounting for changes in sampling
intervals through time (“Methods”), showing less pronounced decreases in A before
many DO events. Shaded bounds (b, ¢) cover one standard deviation uncertainty in
A (“Methods”). Bias-corrected A, estimates do not show conclusive evidence for
consistent decreases in stability before DO events.

acceleration, moving large volumes of ice down-glacier***. Not all
glaciers surge; whether or not there are periodic glacier surges is
controlled by the interaction between downslope mass transport and
basal friction forces****™*°. In this sense, a glacier can be considered a
dynamical system with both steady-state downhill movement and
transient surges.

Recent advances in image cross-correlation have yielded globally
resolved glacier velocity maps®®*'. These velocity maps are based on
spatially and temporally overlapping pixel-offsets from multiple opti-
cal and radar sensors with variable data quality, revisit times, and
spatial resolutions. Glacier velocity data is hence (1) seasonal, (2)
unevenly sampled, and (3) has temporally-variable noise levels. For

typical (e.g., ACl-based) approaches, substantial pre-processing is
necessary; removing seasonality from highly variable glacier accumu-
lation/ablation dynamics is also difficult”. Properly integrating the
timescale of glacier velocity measurements is also not straightforward;
velocity is measured over varying time spans, meaning that many
measurements overlap and have different degrees of temporal
smoothing. Estimating variance or autocorrelation changes is hence
difficult, as there is no fixed sampling window over which to perform
the analysis.

Our regression-based approach, however, can incorporate the
velocity (v) measurement span directly into the estimated %, and
hence handle overlapping span-averaged measurements with the same

Nature Communications | (2026)17:11286


www.nature.com/naturecommunications

Article

https://doi.org/10.1038/s41467-026-78489-7

(a) Glacier Velocity (single surging point)

(b) Glacier Velocity (all centerline points)

2500

2000

1500

Glacier
Velocity (m yr-?)
-
wu o
o o
o o

(c) Restoring Rate (window: 3 years)
le-3

3000

All Centerline Points
—— 5-day 98™ Percentile (all centerline points)

25001 Single Surging Point
2000

15001

1000+

5001

(d) Restoring Rate (window: 3 years)
le—4

—— Harmonic Quadratic

Single Point A
w

—— Harmonic
—— Harmonic Quadratic

-
5

Centerline A
-
=}

o
»

0.0

2014 2016 2018 2020

Date

2022 2024

Fig. 4 | Stability of a surging glacier. a Glacier velocity sampled at a single surging
point and b over all glacier centerline points in 500 m steps (“Methods”).

¢, d Restoring rate A, showing a rapid decline in stability before the onset of a major
surge event. A is estimated using parametric regression with harmonic and quad-

ratic terms (black), as well as only harmonic terms (purple) for comparison in the
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two-dimensional case. Local minima are marked with vertical dashed lines. Shaded
bounds (c, d) cover one standard deviation uncertainty in A (“Methods”). Decreases
in stability before the glacier surge can be seen in both the single hand-picked
location and in the set of all glacier centerline points.

rigor as instantaneous measurements (Methods). We note that the
‘naive’ approach of treating velocity measurements as occurring
instantaneously at their span midpoints is also tractable within our
framework; the midpoint approach, however, inflates the derivative ﬁ—'t’:
for small midpoint gaps and hence amplifies high-frequency changes
in the time series. To limit biases from derivative inflation, we rely on a
span-aware estimate of A (“Methods”).

It isimportant to present a crucial detail about our glacier analysis:
glacier surges inherently involve non-linear (often exponential) back-
ground acceleration. In a strict CSD sense, non-linear acceleration
invalidates the basic assumption of an Ornstein-Uhlenbeck process
restoring towards a stationary mean. This introduces ambiguity into
the interpretation of A, depending on how that non-linear trend is
incorporated into the analysis. If we intentionally omit the non-linear
term(s) from our regression design (e.g., only using harmonic terms),
the linear model does not track background non-linear acceleration. A
dropping towards zero hence detects that drift away from the baseline
mean velocity; that signal could be interpreted as a precursor of sys-
tem change, but could no longer be interpreted as CSD. Treating the
non-linear part of glacier acceleration as strictly exponential would
motivate a linear analysis on log-transformed glacier velocity data,
though this approach enhances the influence of large outliers. Adding
higher-order terms to our parametric regression model (e.g., quad-
ratic) is less likely to bias the estimation of A, and allows us to again
interpret changes in A as CSD, as the higher-order polynomial absorbs
local non-linear trends (Fig. 4).

There is a clear signal of stability loss (1 approaching zero from
above) before the onset of the main glacier surge phase (Fig. 4); this
signal is visible in both the one- and two-dimensional cases, and
remains clear when the size of the moving analysis window is varied
(Supplementary Fig. S5). We attribute A decreases to modifications to
bed friction as water builds up and glacier flow moves from a ‘sticky’
regime to a ‘sliding’ regime*”~*°. While a thorough examination of the
precise surge initiation mechanism is beyond the scope of this study,
we posit that the sharp decreases in A before surge onset can be used
to predict oncoming glacier surge activity, and A is linked to distinct
glacier physical movement regimes. We note that in the two-
dimensional case, we find qualitatively the same early-warning signal
when we omit the quadratic term from our parametric regression

model (Fig. 4d). This behavior stems from out-of-phase non-linear
acceleration throughout the glacier, which minimizes the need for a
quadratic term, as opposed to in the one-dimensional case, where
substantial biases to A would be expected if the quadratic term was
omitted. We further note that the higher data density and out-of-phase
measurements in the two-dimensional case allow for the use of shorter
temporal windows (Supplementary Fig. S5), potentially improving the
operational use case for using A changes as an early-warning signal of
oncoming glacier surges.

Recent work™ has used dynamical systems theory to predict gla-
cier surge onset; their eigenvalue-based method, however, requires
complex state-space embedding parameterization, as well as resam-
pling glacier velocity data onto a consistent temporal grid. Our
regression-based approach hence provides additional benefits, parti-
cularly in that it can incorporate velocity uncertainty information
directly into the estimation of A and that it can also integrate spatial
glacier velocity data via sampling the entire glacier centerline instead
of a single surging point (Fig. 4d). Treating the entire glacier as a single
system, however, makes broader assumptions about the heterogeneity
of external forcing (e.g., snowfall, temperature) than are required for a
single time series. While the temporal pattern of inferred whole-glacier
A is suggestive of the same pre-surge dynamics, further validation
against in-situ or other surge-mapping data would be needed to con-
firm our findings.

Discussion

The estimation of A via parametric regression provides a few key
benefits over the most common approaches to estimating A via AC1 or
variance, especially with real-world and noisy data. We can model
arbitrary attractors directly in our A estimate via regression factors,
which makes it possible to concisely account for non-stationarity (e.g.,
seasonality, Figs. 1, 2, 4). We hence do not need to pre-process our data
to remove seasonality, limiting the introduction of errors and spurious
signals from the choice of deseasoning procedure. As we model both
the attractor u and A via a single regression, we can compute one
uncertainty estimate that accounts for uncertainty in both the attrac-
tor u (e.g., due to complex seasonal cycles) and A. This means that we
recover a direct estimate of the total uncertainty in A, which has so far
been difficult with previous methods. Furthermore, by framing our
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analysis around % we natively account for gaps and hence do not
require complete or evenly-sampled time series. This is a critical ben-
efit for some systems, such as the vegetation (Fig. 2), paleoclimate
(Fig. 3), and glacier (Fig. 4) data shown here.

Finally, by posing our estimation of A as a regression problem, we
inherit a very wide body of methodologies for dealing with noisy and
complex data. For example, our method can directly integrate time-
varying weights into our estimates of A by relying on weighted least
squares (Figs. 2-4), minimize the influence of outliers on our A esti-
mates by robust regression approaches (Methods), and handle difficult
noise regimes (e.g., red noise) through appropriate regression frame-
works (Methods, Supplementary Fig. S6). We can also recover error
bounds via the regression residuals - as well as quantify the unex-
plained variance of A - which can serve as a proxy for the external noise
forcing on the system. Finally, it is possible to expand our method to
the spatial domain - with caveats - by collapsing the spatial dimension
and performing the same regression proposed in Equation (3) over a
much denser view of a given system. It would also, in principle, be
possible to extend our method to include multi-variate systems,
though the temporal resolution requirements for, and interpretation
of, recovered multi-variate A estimates would be more difficult.

Over small spatial areas with homogeneous forcing (e.g., the same
weather, similar vegetation mixes), using a small spatial field instead of
a single time series can provide a more data-rich view of the system,
and thus a more robust regression-based estimate of A. It is not,
however, well-suited to large and complex systems, particularly those
where there are substantial forcing gradients (e.g., spatially varying
rainfall patterns), since it is not easy to disentangle changes in the
system response to forcing (1) from spatial variability in the forcing
itself. Further research is needed to develop spatially-extended
regression-based A estimates and rigorously compare them to estab-
lished spatial early-warning signals™".

One key limitation of our approach is the reliance on the specifi-
cation of the functional form of the attractor u. If we, for example,
analyze a system with semi-annual harmonics while only including
annual-scale Fourier terms in our parametric regression model, the
missed harmonics will bias our estimate of A; this can be shown con-
cisely with a synthetic model (Supplementary Fig. S7). There is rela-
tively less danger of biasing A when including too many terms in the
regression, as a robust regression can assign these terms very low
weights (e.g., a linear term in the regression design matrix is not nee-
ded to explain the movement of a flat line); there remains, however,
danger of overfitting if too many terms are included, especially higher
order (e.g., quadratic) terms. If the physical process driving the system
is to some degree known (e.g., vegetation follows an annual seasonal
cycle with n harmonics), 1 estimates via parametric regression have a
strong physical basis. If the shape of the attractor u is unknown, the
danger of model misspecification and biased A estimates is higher.

One way around this limitation is to use non-parametric
regression®>>, Non-parametric (e.g., kernel regression) approaches
avoid predefining the functional form of y, but can introduce other
issues that are not present in the parametric regression approach
(“Methods”, Supplementary Fig. S8). The most critical drawback
relates to the separation of the attractor and the stochastic fluctua-
tions: too small of a kernel bandwidth can result in stochastic fluc-
tuations being treated as part of the attractor u, and too large of a
bandwidth can lead to the attractor’s actual dynamics being treated as
stochastic noise. Standard automated bandwidth selection methods
often fail in the presence of autocorrelated noise***’, and a fixed kernel
bandwidth assumes that sampling densities are constant throughout
the time series, which is not always the case for real-world data.

In our parametric approach, A is defined around physical con-
straints (e.g., a known annual periodicity), meaning that we enforce a
basic signal partitioning into, for example, dynamical stability, seasonal,
and residual noise components. We can therefore interpret changes in A

as independent of those specified physical constraints; without them, it
is more difficult to link changes in A to a physical process. Unfortunately,
finding the correct kernel bandwidth that does not result in under- or
over-fitting is not straightforward, and indeed it may change throughout
a time series. For systems where the attractor is unknown or difficult to
define, however, non-parametric approaches are useful, and can also be
used to estimate A within the same theoretical Langevin framework we
present here (“Methods”, Supplementary Fig. S8).

Our regression-based A estimate provides a robust means of
estimating the stability of diverse systems, without key limitations that
require substantial pre-processing of many data sets. We further pro-
vide a straightforward means by which to capture and account for
uncertainty in real-world measurements. Our method can function as a
drop-in replacement for the wide body of literature relying on
autocorrelation-based stability estimates, and provides a means of
simplifying and minimizing data pre-processing to increase the
diversity of systems that can be assessed within a critical slowing down
framework.

Methods

Robust A estimation via parametric regression

To minimize biases induced by outliers in our regression-based 1
estimate (Equation (3)) - particularly in very dense and noisy time
series (e.g., spatial data, paleoclimate records) - we rely on a robust
regression optimized using Iteratively Reweighted Least Squares. We
downweight outliers in our data using Huber’s T, which linearly sup-
presses the influence of large residuals after an initial least squares fit.
In cases where we have access to time-explicit uncertainties (i.e.,
Figs. 3, 4), we incorporate them by scaling both the regression factors
and the dependent variable by the square root of the weights. We also
tested Ordinary Least Squares and Generalized Least Squares, which
account for autocorrelation (GLSAR)®, finding that they produced
similar results for our synthetic data under white noise forcing (Sup-
plementary Fig. S9). We note that the GLSAR regression performs
substantially better for data with red noise forcing (Supplementary
Fig. S6); this alternative regression approach can be seamlessly used
with our method. As the regression estimate of A is auto-regressive,
there will be a small sample bias of order O(1/n) *%; for the relatively
large n we use here, we do not explicitly incorporate this bias. We note
that our method is comparable in runtime to estimating A from ACl1,
given the differences in data pre-processing involved. For the same
synthetic time series (Fig. 1, daily data, 1950-2025), our regression
takes 11 s to run for five-year moving windows, while first deseasoning
the same time series and then estimating AC1 on the moving windows
takes 10 s in total.

We capture the uncertainty in our estimated A using the standard
error (SE;) of the regression slope. We construct a 95% confidence
interval around A (1 + 1.96 - SEy); if at any point that confidence interval
crosses zero, we can no longer exclude the possibility that the system
has become unstable. The standard error we report (confidence
bounds on Figs. 1, 3, and 4 A estimates) is expanded to account for
serial correlation in the time series data (reduced degrees of freedom)
using the temporal autocorrelation of the regression residuals. Code
to reproduce our A estimation procedure can be found on Zenodo®.

Non-parametric regression

When it is difficult to define the shape of the attractor y, parametric
regression risks biasing A estimates. One way around this is to rely on
non-parametric regression®**, which does not fix the functional form
of the attractor. Over quasi-stationary moving windows, we can use the
non-parametric local attractor state x.,(¢;) to construct local state
anomalies

Xanom,i =Xi — xeq(ti) ©)]
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and the attractor’s local rate of change (%) (t;) to construct rate
anomalies e
= ==t (Z=L) (@) 6
<Ati anom, i Ati Ati eq ! ( )

We can then use those anomalies in a zero-intercept linear
regression:

Ax;
— = .+ €
(Al’i > anom, i ﬁlxanom,t ez (7)

where the negative of the slope f8; again captures A. We can resolve this
regression with the same Ordinary Least Squares, Iteratively
Reweighted Least Squares, or GLSAR approaches as we use in the
parametric case.

To construct the anomalies for the non-parametric regression, we
use two schemes: Nadaraya-Watson Kernel Regression®*** and Local
Linear Regression®. The Nadaraya-Watson approach treats x,(;) and

% (¢;) as locally weighted averages®>**, whereas the local linear
reg'rees%ion approach uses a first-order Taylor expansion to construct
the local attractor®. For both approaches, we use a modified Gaussian
kernel Kx(¢; t;) with an h-block gap exclusion:

G-y’

exp( th) if 16, —¢l>1
0 if |t; —¢|<T

Kn(ty, )= ®

with a bandwidth A and a local exclusion zone 7 (e.g., 15 days) to
minimize over-tracking of high-frequency system memory by the local
attractor. For the same synthetic system used in Fig. 1, we capture a
reduction in A before the critical transition using both non-parametric
methods (Supplementary Fig. S8); the non-parametric A estimates,
however, are biased low, have large uncertainty bounds, and contain
substantial high-frequency variability. This is largely driven by the
difficulty inherent in separating the strong seasonal forcing and
weaker stochastic noise with the non-parametric kernel, which leads to
substantial signal leakage and biases in the estimate of A. For the
systems we study here with known forcing (e.g., seasonal sinusoids), a
parametric approach yields a less biased estimate of A.

Further, we note that the non-parametric approach is essentially a
sequential, two-step estimation process (as opposed to our simulta-
neous, one-step parametric regression) which treats the derived
anomalies Xanom,; and ﬁx—t _as error-free observations, and does
not propagate estimation” Variances forward into the confidence
intervals of A. Properly accounting for that uncertainty is analytically
challenging - especially when the kernel bandwidth is selected auto-
matically - and estimating confidence intervals via bootstraps is
computationally prohibitive over many moving windows. More com-
plex one-step procedures (e.g., using varying-coefficient models)
could, in principle, mitigate this bias, but would be very difficult to
correctly parameterize for real-world data. Hence, we present a sim-
plified non-parametric framework here for comparison with our
parametric approach, but note that the confidence intervals of 1 we
present are likely too narrow (Supplementary Fig. S8).

Error propagation and uncertainty

The most common approach to estimating A on non-stationary data is
to first pre-process the data to remove time dependence (e.g., sea-
sonality) and then estimate A on the cleaned, nominally stationary,
residuals (e.g., via ACl1). Our approach of using a single parametric
regression model to capture both attractor movement and A yields two

An underlying and underappreciated assumption of pre-processing
strategies is that the two signals of interest (e.g., seasonality and system
dynamics) are orthogonal; that is, they can be perfectly decomposed.
This could be the case for synthetic systems with, e.g., additive season-
ality, but is unlikely to occur in real-world systems. It is often the case
that the initial drift towards instability is attributed to the seasonal
attractor, and the recovered deseasoned residuals are flatter than they
should be. By instead performing a single robust regression, the
regression coefficients for A and u (e.g., Equation (4)) are both tuned to
minimize residual variance simultaneously. This means that if, e.g., gla-
cier acceleration is not strictly periodic, it is correctly partitioned into the
A term rather than as part of normal seasonal glacier acceleration. We
note that our parametric regression approach would be strictly equiva-
lent to performing two linear regressions - one to remove the attractor
and one to estimate A - under the condition that Ordinary Least Squares
is used for both steps (i.e., the Frisch-Waugh-Lovell theorem®). This
equivalence is violated by most commonly used pre-processing steps,
such as removing climate anomalies (e.g., long-term monthly means) or
using more complex deseasoning procedures (e.g., STL).

Estimates of A are generally taken at face value - there are no
uncertainty bounds when A is computed from ACI or variance. Fur-
thermore, errors due to the deseasoning and detrending process (e.g.,
partitioning too much signal into the seasonal term) are not propa-
gated forward into estimates of Azc; or Ay, In our approach, we derive
the standard error of A directly from the covariance matrix of the
regression, which includes the covariance between all of the compo-
nents of the regression factors (e.g., seasonality) and our estimate of A.
Hence, if u is poorly constrained in our regression (e.g., due to large
gaps), we propagate that uncertainty into our derived standard error
of A; we thus account for errors in both our modeled attractor g and 1
itself. In practice, this means that poor data quality (gaps, large mea-
surement errors) will inflate the standard error, yielding wider uncer-
tainty bounds on A.

Continuous-time estimation of A
A common basis for estimating A is to treat a system as an Ornstein-
Uhlenbeck process:

d
b= A — )+ oen(e) ©)

where p is a stable equilibrium state, g, is continuous noise strength, and
n(¢) is Gaussian white noise. In this formulation, A is the true continuous-
time restoring rate against perturbations to the system. Any data-driven
estimate of A. will - by necessity - be discretized, as we recover A. from a
time series sampled against some continuous process; we term this
discrete-time estimate A4 In order to convert A; to A, consistently for
multiple means of estimating A (via regression, AC1, or variance), we use
an analytical conversion incorporating the data sampling interval. We
define the window-averaged time sampling rate as (4¢), and use it to
convert Ay, Agac1, and Agya,r to their continuous-time equivalents.

For our regression-based A, equating the discrete-time auto-
correlation to the exact analytical solution for a single increment of
Equation (2) with time step At yields:

10)

If we expand this via a Taylor series, we find a clear inherent
sampling bias in the discrete-time A, versus the continuous-time A.:

1- <1 — A (At +%/1§(At)2 - 0(<At>3)>

key benefits with regard to uncertainty quantification: covariance 1 1n
I - - d=

partitioning and straightforward error propagation. (At)
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or, simplified:

Ag~A — %/1§<At> 12)

The directly-estimated A, can be strongly biased (underestimates
resilience) for large (4t) - as commonly occurs in paleoclimate data
(Fig. 3) - and higher-order terms (©) cannot be safely ignored. We thus
rather invert the full analytical relationship between A, and A, as:

_—In(t - A4(A0)

A (At)

13)

yielding an estimate of A. that is less sensitive to changing sampling
rates through time than the directly-estimated A,.
For a discretely-sampled time series, the AC1 decays exponentially
as:
ACl=¢ At 14)
In order to convert Axc; to continuous-time, we incorporate the
mean sampling rate (A¢) as:

~In(AC)

Ac, ACL = W as

We note that Axc; is only strictly valid for evenly-sampled data; by
correcting with (At), we can mitigate missing data biases and transform
the units of A, ac; to match those of A., which are in physical-time units
(e.g., restoring rate per year).

The conversion for A.y,, is slightly more complex in that it
incorporates both variance in the state (Var(x)) and the variance of the
driving noise over each discrete time step. For a continuous-time
Ornstein-Uhlenbeck process, the variance is related to A as:

2
Var (x) =207C

(4

6)

For a discrete time sampling (At), the system behaves as an AR(1)
process and the discrete noise variance (02) - obtained as residuals
from an AR(1) regression (used to calculate AC1) - is an approximation
of the continuous noise scaled by the time step (03 ~ 02(At)). We can
use that conversion, as well as the exponential decay of the ACl
(Equation (14)), to reformulate the discrete-time relationship between
variance and A in terms of continuous variables:

03 dXAp
Var(x)—l_ ACE 1_e 260 17)
We can then solve for Ay, as:
2
—In(1--Y
Var (x) (18)

Ac, Var — Z(At)

We emphasize that, as with Aac;, Avar is only strictly valid for
evenly-sampled data, despite the (At) correction. Aac; relies on paired
neighboring observations and does not integrate the time between the
observations; Ay, can be biased by both changes in sample variance
through time and the integration time for random noise between
measurements. Unfortunately, integrating variable A4t; into each
pointwise AC1 and variance estimate is practically intractable, and as
the theoretical physical restoring rate A. is exponential, our mean-time
correction (4t) is not a perfect solution. Any variability in the sampling
frequency will introduce a bias into both estimators; missing data will

also bias Axc; and Ay, away from each other®. The conversion from
Agactand Agyar to Ac act and A v, using (At) can account for shifts in the
mean sampling rate, but cannot correct for variance in the sampling
rate, which biases the A1, — A, conversions due to Jensen’s inequality.

For varying time windows A4¢; the discrete-time least squares
regression estimates A, are defined as 1 3°7 | 1=¢*_ Ag the function
S % is strictly convex for s > 0 and A; > O, the discrete-time A
estimate will always be greater than or equal to 1‘@‘)(“). Our
continuous-time conversion for the regression-based A estimates
hence yields an upper bound; the true A; will be less than or equal to
our estimated A; hence establishing a conservative estimate (i.e.,
biased away from zero) of system stability. Similarly, estimates of 1
relying on autocorrelation (Aac; and Ay,,) will also be bounded due to
Jensen’s inequality. As the exponential function used to estimate A ac1
is convex (AC1= 137 e~AA%), our empirical ACI estimates will be
greater than or equal to eA?; inflation in ACl implies a slower
restoring rate and hence the true A. will be greater than or equal to
Acac1 and A yor (i.e., less conservative, as A is biased towards zero).

In both cases, the accuracy of the A, estimate will be directly
related to the variance of the sampling intervals; the closer the indi-
vidual At; values are to being strictly equal, the closer the estimators
approach the true A.. We hence use (4At) as an analytical correction for
each A, estimate to bring them into a common physical reference
frame and as close to the true continuous-time A, as is possible with
discretely-sampled data, despite the fact that Aac; and Ay, are not
strictly valid for unevenly sampled data, and (4t) is not a perfect
solution. We note that a regression-based A estimate maintains the
core advantage over Axc; and Ay, that it integrates At; directly into each
point-by-point estimate prior to regression for A, which minimizes the
influence of irregular time sampling and removes the core require-
ment that data be evenly sampled in time to estimate A. As resampling
and temporal interpolation techniques can bias AC1 and variance, a
regression-based A formulation is preferred for unevenly
sampled data.

Deseasoning and detrending

For our synthetic time series (Fig. 1) and vegetation (Supplementary
Fig. S2) analyses, we compare our regression-based A to that recovered
from standard data pre-processing. In short, we first deseason and
detrend each time series using (1) Seasonal Trend Decomposition via
Loess (STL)*, (2) by removing both the long-term monthly mean and a
five-year rolling average (here termed climatological deseasoning),
and (3) using a harmonic fit for seasonality followed by a five-year
rolling average®. All three approaches yield nominally deseasoned and
detrended residual time series that can be used to compute A via
autocorrelation (Aac;) or variance (Aya). For STL, we use a seasonal
period of 365 days and a smoothing window of seven, as has been used
in several previous publications®.

Synthetic time series data

We generate a one-dimensional time series describing a pitchfork-
bifurcation model with seasonal forcing® to test our regression-based
A estimate and compare it to common data analysis workflows:

dx_

i 19)

p(t)x — x>+ A cos(wt) +0 &(¢)

We vary the control parameter p linearly to produce the transition
from a high to a low state (Fig. 1). Seasonality is controlled by the
amplitude A and periodicity cos(wt), with additive Gaussian white
noise o(t). We use a model run with seasonal amplitude A = O to assess
our parametric regression approach to handling seasonality, as well as
to provide a baseline against which to compare deseasoned and
detrended seasonal data. A complete description of the model para-
meters used here can be found in the Supplement. We note that we
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find qualitatively the same results when applying our method to a
simpler saddle-node bifurcation (Supplementary Fig. S10).

White noise forcing is a simplifying assumption used in many A
estimation techniques, but does not generally hold for real-world data.
We test our parametric regression approach by generating versions of
our synthetic model forced by (1) white, (2) red, (3) heavy-tailed (Stu-
dent-t), (4) skewed (Skew-normal), and (5) multiplicative (state-
dependent) noise (Supplementary Fig. S11). We find that for all noise
forcings except red, our robust regression approach successfully
captures changes in A, and that those changes are qualitatively similar.
Red noise forcing is more difficult for the robust regression framework
to handle; we can, however, use GLSAR for estimation in our para-
metric regression model® and capture changes in A that are compar-
able to those found in the same system under white noise forcing
(Supplementary Fig. S6).

To test the influence of moving window size on our results, we re-
analyze the data from Fig. 1 using moving windows ranging from one
year to eleven years (Supplementary Fig. S12). We find qualitatively the
same results, although very short (one-year) moving windows struggle
to correctly partition out the seasonality in the parametric regression.
Longer moving windows result in a more robust estimate of A, with the
drawback being that they could smooth over rapid changes in A by
using a long temporal baseline.

While many real-world systems satisfy our condition that pro-
cess noise is larger than measurement noise (on > 6), this will not
always be the case. If we vary the ratio of measurement to process
noise, we can test how A1 responds (Supplementary Fig. S13). We find
that the functional form of A is maintained across varying noise
ratios, but that the absolute value of A changes substantially;
increasing measurement noise biases A away from zero. Even for
on < 6, however, we still find a negative slope in A towards the critical
transition, indicating that it is still useful as an early warning signal. It
is worth noting that it is - in some cases - possible to separate
process and measurement noise from the underlying dynamics®,
which could be one way to minimize biases in A due to overprinted
measurement noise.

We test the robustness of our approach to data gaps by removing
a given percentage of points randomly sampled throughout the time
series (Fig. 1). We further mimic, e.g., seasonal cloud or snow cover
gaps by removing sequential months of data (Supplementary Fig. S1);
we additionally remove a random selection of points in the time series
with long gaps as well. We find that in both cases, our regression-based
A estimates are robust to gap percentages and lengths, as compared to
a gap-free control run. To test whether this also holds for regular and
substantial gaps (i.e., using 10-day data instead of daily data), we can
add a skip to the synthetic time series (Supplementary Fig. S14). We
find that even for long and consistent gaps, we still capture changes in
A concisely with our parametric regression approach. Code to repro-
duce our time series degradation functions and the result-
ing Supplementary Figures can be found on Zenodo®.

Spatial vegetation model

To explore whether our method can be adapted to the spatial case, we
use the same model presented in Smith et al.”, which adapts a reaction-
diffusion model” to include seasonality. The model is parameterized
for vegetation V, growth rate r,, environmental stress E, diffusion
coefficient D and noise amplitude o as:

E=ru(x,y, Hv

ov 1— |/(h“E’+E")
kg

} +DV2V +onx,y,t) (20)

We use spatially and temporally uncorrelated Gaussian noise for
n(x, y, t). The rate and shape of the induced critical transition are

controlled by hg, h,, and p which modify the environmental stress E:

h,

E=Eo(t)h T
v

@n

We add a seasonal component to £ which is homogeneous across
all grid cells with amplitude A, :

. 2mt
Eo(t)=Eq, pase(t) + Ag, sin (22)
° Tyear

The growth rate r, is given a seasonal component which varies in
space to follow, e.g., microclimates or topographic and rainfall gra-
dients. We thus add variability to r, pixelwise as:

oy, 0=r,otA; (x,y) sin (ﬁm

+ ¢(x,y)> (23)

year

Working with spatio-temporal data. As our method of estimating A1 is
regression-based, it can be simply reconfigured to analyze spatial data
by collapsing the spatial dimension; in short, we can perform our
regression to discover A using the set of all data points in a given
temporal window, regardless of their spatial position. The use of spa-
tial data can dramatically increase the data density available (e.g.,
50 x50 points per time slice instead of a single point in the one-
dimensional case). This increases the statistical power of the estimated
A, and can motivate shorter temporal windows due to increased data
density. For seasonal data, however, a minimal one-year window is
required in order to properly capture the seasonal oscillation, with
more data-years being preferred to better separate the seasonal
attractor g from changes in A.

If we consider a simple spatially-explicit vegetation model, we can
calculate ﬁ"—t pixel-wise so that we do not need to assume one constant
seasonality'or mean state for all spatial points but can rather preserve
pixel-specific equilibria. We test our method on a non-seasonal control
run, a model with seasonality, and two different means of deseasoning/
detrending, which are typically used” in the estimation of resilience on
spatio-temporal data (Supplementary Fig. S2). For our parametric
regression, we assume that spatial heterogeneity is fixed and can vary
across space - e.g., a mountain range with pockets of high- and low-
biomass areas - so that every pixel can have its own baseline equili-
brium state; A is then measured relative to that set of local equilibria.
This assumption could be violated for some systems (e.g., pattern-
forming vegetation), which would require a different approach to
modeling the moving seasonal attractor u through time.

Vegetation data

To analyze global vegetation resilience, we rely on the widely-used
kernel Normalized Difference Vegetation Index (kNDVI)** based on 16-
day MODIS data (MOD13A2, 2000-2025%). We only retain the highest-
quality flagged data, and resample the native 1 km data to 5 km via a
spatial mean for processing speed and to compare to previous
publications®. We further remove outliers (KNDVI <0.05 or >1), and
retain only points with at least 25% data coverage; we do not gap-fill or
interpolate our data. We mask our vegetation grids using MODIS land
cover data (MCDI12Q1, 2001-2024%?), first removing non-vegetated
areas. In a second step, we mask out areas in which land cover has
changed during the study period (e.g., forest to grassland), in order to
focus our analysis on relatively stable vegetated ecosystems?. We split
our data into two periods (2001-2012 and 2013-2025) and compute a
single A estimate for each (Fig. 2a). We further compute the difference
between these time periods (Fig. 2b) and spatially filter them (Fig. 2c)
using a 5x5 pixel window. Within each window, we mask the center
pixel unless 75% of the pixels have the same difference sign and at least
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50% are valid. This is done to remove regions where A differences vary
significantly in space, indicating poorly-constrained A estimates.

In order to compare typical (i.e., ACl- and variance-based)
approaches to our regression-based A, we first deseason and detrend
the vegetation data and then compute A5c; and Ay, on those stationary
time series. A comparison of the mean A estimates using different
approaches can be seen in Supplementary Fig. S3.

Paleoclimate data
We use NGRIP 2.5 and 5 cm sampled data***! obtained from NGRIP-1
and NGRIP-2, and use the GICCOS5 (yr b2k) ages included with each data
set. We do not resample or otherwise pre-process the data. We com-
pute A using a 200-year moving window, as was suggested by ref. 39.
We compare our A estimates to the timing of DO events from ref. 39,
using the main onset age (i.e., the oldest date) to match the start of a
DO event defined by abrupt warming at the bottom of the interstadial
interval. We incorporate a simple linear drift term in our parametric
regression model:
&x;_ A x;+ Ab t;+ (Aa+b) +¢;
Ati ~~ ~~ ——
B By Bo

(24)

as the NGRIP data does not resolve seasonality and is too short to

incorporate, e.g., Milankovich cycles. As precise 60 estimates can
sometimes yield identical neighboring measurements, we incorporate
a small instrument uncertainty (+ 0.1%0)** to maintain the stability of
weighted least squares against instances of =0, especially over
sections with short depth intervals where Ax can be dominated by
instrument noise.

The ice core age model (GICCOS) incorporates increasing uncer-
tainties as deeper sections of the core are studied***°. To account for
this, we use the Maximum Counting Error (MCE) provided with the
NGRIP data to estimate fractional timing errors f ~ le‘:E for each
sliding window. As 1 is expressed as a rate, fractional uncertainty in the
time domain ¢ (i.e., a stretch in At;) is propagated directly into uncer-
tain _m/l We hence use the wmdow -averaged mean fractional error
f= =If.
We estimate the total standard error SE; by combining the statistical
fitting error SEg, (from the weighted least squares regression) and the
age-model error as:

25

With this approach, we expand the A uncertainty envelopes of
deep sections of the core where chronologies are less well-con-
strained, taking into account the layer counting (MCE) uncertainties
relative to the GICCOS ages.

Glacier velocity data

We use ITS_LIVE v2 glacier velocity data’®*' sampled over a test glacier
with known surging** in the Karakoram® (RGI2000-v7.0-G-13-05693,
[71.907, 38.837])° (Fig. 4). We exclude data from before the Landsat 8
erain order to yield a relatively dense time series of velocity estimates.
We test both a single point in a known surging region (Fig. 4a) and the
collection of all glacier centerline points, sampled every 500 m
(Fig. 4b). We do not resample the given surface velocity data to even
time steps, as has been done in previous work™®, as our method
natively accounts for irregular time sampling. We rely on harmonic
terms in our parametric regression model to account for seasonal
oscillations in glacier velocity, as well as a second-order polynomial

(quadratic) trend to account for non-linear acceleration:

Ax; _ ), % .
ar- SAXi+ Ab+20) 6+ Ac 6]+ ;[Ak sin(kwt;) + By cos(kwt;)]
B B> B
+ (Aa+b) +¢
B
0

(26)

We compute A using a three-year moving window (Fig. 4).

ITS_LIVE glacier velocity data are defined over overlapping time
spans, and provide velocity (v;) estimates which are averages over
those observation intervals of length S;. Each velocity estimate v; can
hence be written as an average instantaneous velocity u(f) over an
observation span:

t+5;/2
v;= / u(t)de 27
Sile -S5;/2

where ¢; is the midpoint of the span and S; its duration. Directly
computing M‘ using fixed points (e.g., midpoints of the spans) can thus
inflate derivatives when the spans overlap. We therefore incorporate
the span interval S; in our A estimates directly; we maintain the span
midpoints for gap filtering and constructing the harmonic regression
terms. To integrate the variable spans S; into our A estimates, we define
Atg; based on the total temporal footprint of consecutive pairs:

Aty ;= max(fieg +5541/2, 4;+5;/2) — min(t,y — $41/2, 64— $;/2)

(28)
The span-aware derivative is thus:

Av; v -y

Atr; Aty 29)
and instrument error is propagated over that footprint as:
_ 0.31 + 03141
ONy, = pr ™ (30)
Atf,i

where o, is the uncertainty provided for each span-averaged glacier
velocity estimate.

The overlapping span footprint Atg; will always be larger than the
midpoint gap between sequential observations (4¢,,;), which serves to
suppress or even eliminate derivative inflation for closely-spaced span
midpoints. For example, two neighboring spans of 10 and 100 days
with a one-day midpoint separation would yield a small 4¢,,; (1 day)
and a much larger span-aware At;; (105 days); for the same Av,, the
derivatives would vary greatly. Hence, the span-aware A derived from

LY js attenuated when compared to the naive estimate ( ) with the
factor difference being approxnmately At -, Both metrics, however can
be used as statistical early-warning sngnals of oncoming surges; they
differ in how strictly they adhere to the underlying mathematical fra-
mework of Langevin dynamics. The span-aware A is more physically
consistent, while the naive midpoint A is conceptually simpler at the
cost of inflating A estimates in proportion to the span overlap in the
underlying data. Further, they yield different outlier distributions - the
span-aware A tends to have many fewer outliers as it corrects for the
derivative inflation of the midpoint-based approach. This does not
make a substantial difference for the one-dimensional case, as outliers
are handled cleanly by our robust linear solver. For the two-
dimensional case, however, large coherent blocks of outliers (due to,
e.g., many inflated derivatives over the entire glacier coherently in
time) can mislead our robust solver and yield noise-dominated A
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estimates. To minimize potential biases from these inflated deriva-
tives, we rely on a span-aware A estimate in both the one- and two-
dimensional cases (Fig. 4).

Data availability

All data is publicly available. Synthetic data can be generated via code
on Zenodo: https://doi.org/10.5281/zenodo0.19731233%°. Vegetation
data was accessed via Google Earth Engine®; the original data can be
found here: https://doi.org/10.5067/MODIS/MOD13A2.061%. NGRIP
ice core data can be found here: https://www.iceandclimate.nbi.ku.dk/
data/***', ITS_LIVE glacier velocity data was accessed via the public
Python APIF**",

Code availability

Synthetic spatial data creation and glacier velocity data access codes
are available here: https://doi.org/10.5281/zenodo.18031340, and one-
dimensional synthetic models, regression analysis, and Figure plotting
scripts are available here: https://doi.org/10.5281/zenodo.19731233.
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