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ABSTRACT

Understanding the synchronization of complex oscillator networks is a central question in complex systems research. Recent studies have
shown that graph neural networks (GNNs) outperform a wide range of traditional network measures in predicting probabilistic stability
in synthetic power grids based on the Kuramoto model. This suggests that analyzing GNN decisions could enhance our understanding
of synchronization patterns. We use explainable artificial intelligence (XAI), specifically Layer-wise Relevance Propagation (LRP) and its
adaptation for GNNs (GNN-LRP) to analyze these decision processes. Our results indicate that larger neighborhoods beyond direct nodes
strongly influence the dynamic behavior, with slightly different patterns for nodes with low stability compared to stable nodes. Aggregating
LRP scores provides a nodal measure of stability contribution, correlating with some network measures and suggesting pathways to more
stable power grids. However, GNN decision processes appear to be more complex and not only influenced by established node metrics. Our
study highlights the potential of GNNs and XAI in understanding synchronization patterns of oscillator networks and emphasizes the need
for new XAI methods tailored to this domain.

© 2025 Author(s). All article content, except where otherwise noted, is licensed under a Creative Commons Attribution (CC BY) license
(https://creativecommons.org/licenses/by/4.0/). https://doi.org/10.1063/5.0278469
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Synchronization in complex oscillator networks—such as those
found in power grids, brains, or ecosystems—arises from the
interplay between network structure and dynamic behavior. In
power grids, a stable, synchronized state is essential, yet increas-
ingly challenged by decentralized renewable energy sources. One
measure of stability is the probability of a system to return to
a synchronized state after a single-node perturbation. Recent
advances show that graph neural networks (GNNs), which are
designed to process graphs, outperform traditional network mea-
sures in predicting this probabilistic stability. Their stronger
generalization across different networks suggest GNNs may also
uncover structural patterns better. To explore how GNNs use
these patterns for prediction, we apply explainable AI (XAI)
techniques. The results reveal that larger neighborhoods beyond
direct nodes influence the dynamic behavior. Moreover, when

contributing nodes are widely distributed across the network,
this often signals lower probabilistic stability. By aggregating the
XAlI-derived relevance scores, we define a new node-level measure
of the overall stability of the entire graph. We find that these cor-
relate with established network metrics. This may not only point
to promising pathways for designing more stable power grids, but
also marks an initial step toward using XAI to better understand
synchronization patterns.

1. INTRODUCTION

In complex networks, the dynamics of coupled oscillators can
describe a broad spectrum of phenomena in engineered or natural
systems. These include the behavior pacemaker cells in hearts,’' brain
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oscillators,” synchronously flashing fireflies,” and electrical power
distribution.” The overall network’s behavior is shaped by an inter-
play of the topological structure and the dynamical behavior of the
coupled oscillators, which can be described by the paradigmatic
Kuramoto model.” Specifically, the collective synchronous state of
networks plays an important role in many systems, such as power
grids, which require a stable, synchronized state of the entire system
to function. The effect of a single-node perturbation on such a sta-
ble, synchronized state is measured by methods such as the single
node basin stability (SNBS), which provides a probabilistic measure
of a system’s likelihood to return to a stable state® after a node per-
turbation. The probability of returning to a stable state is influenced
by the network’s structural properties.” The crucial question is: what
specific structural properties affect the probability of returning to a
synchronized stable state?

Traditionally, the impact of the network structure on the
functions of power grids is studied by correlations between net-
work measures and dynamical properties.”* However, Nauck et al.
demonstrated in Refs. 9, 10 that GNN, a special type of artificial neu-
ral networks designed to process graphs as input, is able to predict
dynamic attributes like SNBS from graphs. In a subsequent study,"’
GNN s were compared with other machine learning techniques that
cannot directly work with the underlying graph, but instead were
given traditional network measures as input features to derive a
prediction node by node. While both approaches performed well
on datasets of the same ensembles and size (in-distribution tasks),
GNNss showed significantly better prediction accuracy for datasets
of different distributions and different sizes (out-of distribution
tasks). The better generalization capabilities of GNNs for out-of-
distribution tasks indicate that GNNs extract better causal structural
patterns than predefined traditional network measures.'' This raises
the question of whether understanding this predictive mechanism
of GNNs could provide new insights into how structural patterns
influence dynamic stability.

As a first step, we analyze the prediction patterns of GNNs
of dynamic stability of synchronized oscillators through XAI. Since
GNNs are black box models, XAI algorithms are usually applied
after the trainings process to the GNN, with the aim to make their
internal system understandable by humans, as defined in Ref. 12.
Specifically for GNNG, several techniques have been proposed (e.g.,
an overview is given in Ref. 13). As a first approach, we use layer-
wise relevance propagation (LRP)'* and Graph Neural Network
Layer-wise relevance propagation (GNN-LRP)."” Both methods try
to decompose the prediction made by the GNN into contributions
from input features. They can be understood as performing a Taylor
series expansion within adjacent layers of the GNN, enabling back-
ward propagation, somewhat analogously to a sensitivity analysis.
LRP and GNN-LRP focus on different aspects of the input graph.'®"”
Specifically, LRP evaluates the contribution of individual nodes to
a prediction, while GNN-LRP extends this idea by quantifying the
importance of entire walks within the input graph. We give a more
detailed description in Sec. I D.

In this analysis, applying XAI on GNNis for the first time in the
context of complex oscillator networks, we conduct a qualitative and
quantitative analysis of the results of GNN-LRP and LRP of individ-
ual node predictions. These analyses provide important insights into
the key areas that influence the predictions. Additionally, we relate

pubs.aip.org/aip/cha

the aggregation of LRP results from individual nodes to the aver-
age dynamic stability of the graph, deriving a nodal measure, that
reflects each node’s impact on the average dynamic stability of the
whole graph. We correlate these aggregated LRP scores with com-
monly known network metrics, providing insights into the general
structural function of the nodes for explanations on average.

The insights gained through XAI substantially improve the
understanding of the prediction patterns within GNNs in the con-
text of complex oscillator networks. Moreover, these insights can
provide valuable indications, leading toward promising avenues for
enhancing the dynamic stability on average of complex oscillator
networks.

Il. THEORY

We begin by providing a brief overview over graphs, the cre-
ation of the dataset, graph neural networks (GNNs) and the applied
XAI algorithms LRP and GNN-LRP.

A. Graphs

To understand the concept of graph neural networks, graphs
are briefly introduced. A graph (G) = (V, ) is defined by V a set of
nodes (or vertices) and £ a set of edges between these nodes. Nodes
and edges are defined in these sets, with'®

vie v, =V, 1

g efen....en) =¢. (2)

The number of nodes is denoted as n and the number of edges
as m. A fundamental way to represent a graph (G) is through the
adjacency matrix A € R™", where each node is positioned at a row i
and a column j."* For an undirected graph with n nodes, the elements
of A of size n x n are defined as

A= 1 if there is an edge between nodes i and j,
7710 otherwise.

(©)

B. Power grids modeling by the Kuramoto model

Next, we describe the Kuramoto model,’ a paradigmatic model
for synchronization studies, which is able to capture key dynamics
in networks such as power grids.'””’ The dataset in this study was
created by Nauck et al.” The network structures are generated by a
growth process that mirrors considerations in real power grids and
can match key characteristics of real power grid topologies.”' The
dynamical model is given by’

¢ =P —ad; — Y _ KAysin(¢i — ¢)), (4)
J

where @, ¢;, ¢; represent the phase angle, the frequency, and the
frequency deviation of an oscillating node v;, respectively. In the
Kuramoto model, a node has a constant frequency, if the frequency
deviations are zero (¢; = 0). This is influenced by the node’s power
injection P; € {—1, 1}, where in power grids —1 presents an energy
consumer and 1 an energy producer. The topology of the network is
described by the entries of an adjacency matrix Aj;, while K describes
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the coupling strength K (here Vi, j K = 9)’ of the edges. Additionally,
there is a damping factor « (here @ = 0.1).” Both the power injection
P; and the adjacency matrix A are also input data of the model from
the dataset.

Based on the Kuramoto model, Monte Carlo simulations are
conducted to estimate the influence of local perturbation on the
whole dynamic stability, defined as the ability of all nodes in a graph
to return to a complet synchronized state with a constant frequency.
These effects are quantified by single node basin stability (SNBS),"
which measures the probability of a system returning to a stable state
(the basin of attraction) within a specified time after a perturbation.
Specifically, SNBS is calculated by the number of returns to stable
states by the total number of perturbations. In our used datasets,”
SNBS serves as a label, with higher SNBS values indicating greater
stability.

C. Graph neural networks

Graph neural networks (GNNs) are a type of artificial neu-
ral network (ANN) designed to process graph data, making them
particularly suitable for scenarios where network structure, such as
those in power grids, is an important input information.

Their fundamental principle can be described using the neural
message passing framework,” which involves two steps. First, vector
messages are exchanged between nodes and aggregated (aggrega-
tion). Second, the node information is updated using this aggregated
information (combination).'® In matrix-vector representation, this
framework can be written as a recurring interaction block of a GNN
in each layer. Each interaction block connects the matrix hidden
state Hy € R™% to the next layer’s hidden state Hy,, € R™d+1,
With d, representing the dimension of the node representation, ¢
represents the layer number and # represents the number of nodes
in the graph. In detail, one interaction block can be expressed as

Z., = AH, aggregation, (5)

Hi1 = C1(Ziy1)  combination. (6)

A is the input matrix of size n x n, often an adjacency matrix A
with added self-connections. The output of the aggregation is the
matrix Z,;,. The aggregated information updates the nodal rep-
resentation H; by C,;, an element-wise updating function, to the
next hidden nodal representation Hy. C;y; typically consists of a
non-linear function p and learnable weights W € R%*". There are
several variations in layer types, based on this fundamental principle,
a structured overview is given by Wu et al.**

Out of these, topology adaptive graph convolutional networks
(TAGCNs)” showed the best overall performance in predicting the
dynamic stability of power grids, as shown in Ref. 9. The basic idea
of this layer is a linear combination of (convolutional) filters that
can adjust to various local structures. TAGCN takes advantage of
the graph property to aggregate information from nodes at farther
distances within the graph by incorporating the power of A*. In the
message passing framework, one interaction block of the TAGCN is
described from layer ¢ to layer ¢ 4 1 with

Vk:Zix = (I\)kHt aggregate, (7)

ARTICLE pubs.aip.org/aip/cha
K
Hin=p (Z Zt+1,kwk)> combine. (8)
k=0

A is the symmetric normalized adjacency matrix A = D~/2AD /2,

with D as the diagonal degree matrix.

D. Layer-wise relevance propagation and graph
neural network layer-wise relevance

In the following, we introduce the explanation methods Layer-
wise Relevance Propagation (LRP)'* and Graph Neural Network
Layer-wise Relevance Propagation (GNN-LRP),"” an extension of
LRP for GNNs. Both methods are applied after the training of the
GNNGs.

LRP explains the output of a model f(x) by decomposing it
into local contributions of the input data points x;, resulting in the
relevance score R;(x;)."* R; > 0 can be interpreted as a positive con-
tribution of the input x; to the output f(x), while R; < 0 as a negative
contribution.

There are different perspectives on how to decompose the out-
put f(x) into contributions of the input. One approach, the Deep
Taylor Decomposition (DTD) redistributes the network’s output
function f(x) layer by layer through Taylor series expansions into a
set of smaller, simpler subfunctions of adjacent layers,'” while using
a specific set of root points. Within the DTD framework, the rele-
vance score R;(t) of a node x}t) ofalayer tis computedas ), R,iH'l) of

connected nodes x,(:H) of the upper layer ¢ + 1. This relevance prop-

agation continues recursively through all layers until the input layer,
resulting in R;(x;) for every input feature x;. By setting the residual in
the Taylor expansion to zero, message propagation remains conser-
vative, ensuring that the total relevance is preserved for all neurons
in a layer,

0= = DR YR YR o
k

j i

The choice of root points in the Taylor expansion determines dif-
ferent message propagation rules, defining R}” (x;’)) for each layer
and forming the so-called “relevance model.” (For more details, see
Montavon et al.'”).

An example of such a “relevance model” as a specific LRP rule
is given below. Considering a neural network with ReLU activation
functions, the output a,(f“) of a neuron is given by the input a;t) of

the previous layer and their connected weights wj of the neurons by
+1 t
a,(f ) = max O,Za;)wjk R (10)
0,

which includes the bias with a(()thrl) =1. R,(fﬂ) describe the contribu-
tion of each neuron activation a;t) to a,({t“). Therefore, R}t) of x;t) can

be propagated from R;fH) with the LRP-y rule through

® +
R0 — Z a; (ij + ywjk)
=

" RV (11)
DI (wjk—|—ywj+k)
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Here, w;,“( are the positive weights, while y controls how much
these positive contributions are emphasized.”® Details on the LRP
implementation of TAGCNets are provided in Appendix B.

In the work by Schnake et al,”” a higher-order extension of
LRP for graphs and GNNGs is introduced. This is derived by applying
a Taylor expansion to the edges of the graphs, resulting in walk-
based explanations depending on the input graph and the structure
of the GNN used. Details can be found in Ref. 15. Specific details of
GNN-LRP implementation of TAGCNets are given in Appendix C.

11l. METHODS

In this section, we outline the methods used to analyze LRP and
GNN-LRP. First, we adapted LRP and GNN-LRP for TAGCNets
(details in Appendixes B and C). For GNN-LRP, we derive a theoret-
ical justification within the DTD framework of its implementation
for TAGCNets to prove that the propagation rule can be continued,
and the conservation property remains between layers. Details are
available in Appendix C 1. In addition, we link the LRP results to the
average SNBS score of the entire network by aggregating the LRP
results per node over all SNBS predictions. This approach allows a
comparison with network metrics and introduces a new node metric
that quantifies the contribution of each node to the average SNBS of
the graph.

In the following, we first give a brief overview of the pipeline
we use to analyze the XAI results. Then, we describe in detail the
aggregation of the LRP relevance scores and their connection to the
SNBS measure (Sec. 111 B).

A. Overview of analysis approach

XAI explanations are obtained after training the GNN. The
GNN outputs SNBS predictions S;,.s for every node. Both XAI
methods, LRP and GNN-LRP, explain a single prediction S; s of a
node v;: LRP scores reflect the importance of each node of the entire
graph for Sj,.q, while GNN-LRP provides importance scores for

Dynamic stability

S1
A cRVN —
GNN—> | = | €R™!

Pic{-1,1}[> I

: GNN-LRP ]

pubs.aip.org/aip/cha

each possible walk of a length determined by the specific architec-
ture of the GNN. For all the following analyses, it is assumed that the
prediction of SNBS ;.4 & S;, with S; as the computed SNBS. These
XAI results are analyzed qualitatively through visualizations (GNN-
LRP and LRP) and quantitatively (LRP) for individual outputs, e.g.,
by evaluating the distance of node contribution to the Sjp.q. In
another step, LRP scores of each node over all S; s are aggregated.
Due to the high computational complexity, GNN-LRP could not be
analyzed quantitatively. A general overview of the evaluation and the
XAI post-process can be found in Fig. 1.

B. LRP aggregation

In the following, we describe the aggregation of the LRP con-
tributions of each SNBS prediction, which results in an average
contribution of each node and its relation to the average SNBS of
the entire network.

In our case, the input to the GNN is a graph G with N nodes
and their corresponding node features. The output is a prediction of
SNBS for every node v;. Assuming Sjpreq 2 S, where §; is the com-
puted SNBS in {Sy, ..., Sx}, R; obtained by LRP is the contribution
of each node v; to the S; of each node v;. Aggregating R;; over all §;
of each v; results in an aggregated relevance score g;

1

1. The aggregated relevance score g; in relation to
SNBS

The aggregated relevance score g; can be related to the average
SNBS S, by the conservative property of LRP. S, is defined as the
mean value of the SNBS of every node v; given by

1
Sa = 3 >s. (13)
J

XAl Analysis |---------------+

Ry ... Rin : :

LRP : : quantitative
. : c RN*N N '

: : « Aggregation
Ryx1 ... Rpyn ! ' of Scores
| : « Distance

: qualitative

FIG. 1. Overview of pipeline (left to right): The input is a graph with a given adjacency matrix A and the injected power P as a node feature. The output of the GNN model
is the dynamic stability (SNBS) of every node. The contributions of the input to every single output are obtained by XAl (LRP and GNN-LRP). To enable the interpretation of

the XAl results, further processing was performed in the last steps.
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Through the conservation properties of LRP, the prediction §; is
related to R;; with

$i=> Ry (14)
Inserting Eq. (14) in Eq. (13) leads to

savg=%7 , sj=%]ZZR,,- (15)
J

=ZI%ZR,.J-=Zg,-. (16)

By relating S,,, to the sum of g;, g can be interpreted as the local
contribution of each node to S,,,. In addition, g; assigns scores to
individual nodes, allowing comparisons with network metrics.

In practice, the relation S,,, = Y, g; holds, when the average
error between the predicted and the true SNBS values is small. For
the GNNs we study using LRP, we have an R? score of 0.815; due
to high calculational complexity, the GNNs used for GNN-LRP are
simpler and only achieve an R* score of 0.632, hence we do not
consider aggregated scores in this context (detailed discussion in
Appendix D).

IV. RESULTS AND DISCUSSIONS

In Secs. IV A and IV B, we present results derived from the
analysis of the relevance scores of LRP and GNN-LRP. Section I'V A
analyzes the LRP and GNN-LRP scores of SNBS predictions
Sjpred Oof nodes v;, providing insights into structural explanations
and behavioral patterns related to individual prediction outcomes.
Section IV B analyses the aggregated LRP g; scores by correlating
them with common network metrics, leading to insights into the
overall structural importance of nodes. For LRP we used a GNN
with a accuracy of R* = 0.815 (architecture details in Table II in
Appendix A). Due to the computational complexity of GNN-LRP,
which increases with the number of GNN layers, we reduced the
GNN depth, resulting in a reduced accuracy of R* = 0.632 (archi-
tecture details in Table I11).

A. Individual LRP and GNN-LRP results

In Secs. IV A 1 and IV A 2, quantitative and qualitative analyses
of individual node explanations are evaluated.

1. The local contribution of the relevance scores

We present qualitative XAI results of individual SNBS predic-
tion of GNN-LRP and LRP in the following. These results provide an
initial understanding of prediction patterns and their relevant area
within the graph. An initial intuition of the prediction behavior is
shown in Fig. 2. It presents the distribution of the LRP scores R;; of
an exemplary SNBS prediction S; s over a graph with 100 nodes.
In Fig. 3, the same S; ;.4 is used to show the GNN-LRP results as
contributions of walks. In both figures, a greater distance than direct
neighbors have an influence on the prediction, although not the area
of the whole graphs is involved.

ARTICLE pubs.aip.org/aip/cha
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FIG. 2. The relevance score R; indicates the importance of nodes for the pre-
diction of SNBS at node 13, computed by LRP. Blue nodes indicate a negative
influence to the prediction, while red nodes indicate a positive influence to the
prediction. The color intensity represents the absolute importance of the nodes.

To support this observation, we visualize the relation of node
distances to the R;; score of a 100 node graph in a heatmap (Fig. 4).
Here, the R;; score of every node is sorted by their distance to the
predicted node, resulting in a matrix of size 100 x 100. Each row
of this matrix represents the SNBS prediction S;.s of one node v,
sorted in increasing S s values from the bottom to the top. Along
the column, the contributions R are sorted by distance to that node
v;. Figure 4 shows that the value of R; decreases with increasing
distance, supporting the observation of Figs. 2 and 3. Interestingly,
negative R;; values are positioned close to the node with S; .4, while
positive R;; ones are more widely distributed. The exemplary Figs. 2
and 3, as well as the heat map in Fig. 4 demonstrate that nodes of
greater distance have a strong influence on the prediction. However,

—10°

—107}

Ppredicted node: 13

10°!

FIG. 3. Walks contributions R,, to the prediction of SNBS at node 13, computed by
GNN-LRP Negative values have a negative effect on the prediction, while positive
values have a positive effect. The color bar is set in logarithmic scale. Due to
reasons of clarity, we only plotted walks with a relevance score higher than 0.045.
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FIG. 4. Matrix of 100 x 100 showing all relevance scores R; of the 100 nodes
of the graphs and their 100 relevance scores R;. Each row sorts R; by distance
to the predicted node v; of SNBS S;,eq in increasing order. Blue represents a
negative influence, red represents a positive influence, with intensity indicating
importance. The nearly continuous lines at the nodes v; 10, 83 are considered
explanation artifacts [see Figs. 12(a) and 12(b) in Appendix G].

not the entire graph but a local region seems to be important. The
heatmap in Fig. 4 also shows this locality in the prediction process,
but another pattern of the distribution can be observed too: Nodes
closer to the predicted node Vs including the node itself, tend to have
a negative Ry, while nodes further away predominantly carry a pos-
itive R;;. The visualized observations in this section are examined
quantitatively in Sec. IV A 2.

2. The quantitative analysis of the local contribution
of R,‘j

Following the approach of the heatmap in Fig. 4, we quanti-
tatively examine the relationship between R; and distance using a
dataset of 500 graphs, each with 100 nodes, for a total of 50000
nodes. To illustrate this, Fig. 5(a) presents the average absolute R;;
alongside separate averages for negative and positive values to high-
light different behavior. Additionally, Fig. 5(b) shows the number of
nodes at each distance from the node v; divided by the number of
samples per graph (1000 = 100 nodes x 100 samples per S;), aver-
aged over the entire dataset. We also count the nodes with negative
and positive values in Fig. 5(b). Both Figs. 5(a) and 5(b) reinforce
the observations from Fig. 4. At one hop, negative R;; values domi-
nate, with more nodes exhibiting negative values than positive ones,
resulting in a negative average. By the second hop, positive R;; val-
ues increase, making the positive average and the number of positive
nodes more prominent. The plots also reveal a network character-
istic: most nodes are located around five hops from node v; with
S;. While positive R; values follow this distribution, negative values
remain relatively constant from two hops onward and then decrease
after six hops.

ARTICLE pubs.aip.org/aip/cha

0.2 A
m::
o 0.0 -
(@]
o
o —0.2 1
<>( = average Rj

0.4 — negative average Rj;

Y — positive average Rj
T T T T T T T T
1 2 3 4 5 6 7 8 9 10
Distance [hops] to node v;
(a)
8 = total number +o
S 2.0 1 \— negative number *o
=~ = pOSitive number *o
® 1.5 4 \
3
c 1.0 A
‘s
E 05 T
@
0.0 T T T T T T T T 1

1 2 3 4 5 6 7 8 9 10
Distance [hops] to node v;

(b)

FIG.5. Distance and R;. (a) Average R; by distance (hops), separated into abso-
lute, negative, and positive values, sampled over 500 graphs. (b) Node counts by
distance (hops), additional separated by negative and positive R, normalized by
1000 (from 100 nodes x 100 samples per S;), with o as standard deviation.

3. The quantitative distance-dependent relationship
of the relevance score, Rj;, to the SNBS, S;

To investigate R; quantitatively, we define the thresholded
relevance score RS" as

i _ | R i IRy] = 0,05,

v 0, otherwise.

A relevance score is considered important if its thresholded value is
nonzero. The maximum distance is defined as the largest distance
between a node v; with a non-zero threshold score and the node v;
with the SNBS score S;. All subsequent analyses are performed on a
dataset comprising 500 graphs, each with 100 nodes, resulting in a
total of 50 000 nodes analyzed. Violin plots were used to visualize the
distributions of Rg.", including the median and first and third quar-
tiles. For the mean and median, 95% bootstrap confidence intervals
are calculated from 5000 resamples with replacement, using the
2.5th and 97.5th percentiles of the bootstrap distributions as the
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1.00
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U_)\
0.50
0.25

1 2 3 45 6 7 8 9 10
Max. hops of |R; ;| = 0.05

FIG. 6. Violin plot of the maximum distance relevance scores R; (considering
only [R;| > 0.05) to node v;, grouped by predicted SNBS and sampled over 500
graphs. The “ - - -” line denotes the median, while the first quartile and the third
quartile are denoted by “. . ..”

interval bounds. Selected values are reported in the following; a
complete overview is provided in Appendix E.

The maximum distance of all Rg“ in relation to S; is shown
by a violin plot in Fig. 6. Although Fig. 6 does not show a simple
linear relationship between the maximum distance and §;, a gen-
eral trend can be observed: When Rg.“ can be found after a distance
of four hops, the likelihood increases of a low S;. Additionally, a
bimodal distribution of S; is observed, with peaks around 1.0 and
0.8 across various hop distances. In detail, the median of S; is high
around 0.95 (95% CI: 0.90-0.99) at a maximum distance of one hop,
with a greater spread toward higher values S;. Followed by a drop
to a median value of about 0.80 (95% CI: 0.801-0.805) at two hops,
with the lower S; values more prominent in the bimodal distribu-
tion. However, the median value improves again at maximum values
of three and four hops, again with higher values of S; in the bimodal
distribution. Beyond four hops, there is a clear trend of decreasing
median values of S; as the size of the high distribution decreases and
the low distribution expands. Figure 6 demonstrates that if more dis-
tant nodes are relevant for the prediction, the likelihood of a lower
predicted S; increases. In the next step, the filtered relevance score
R;}" is split into positive and negative scores. Negative and positive
scores reveal a different pattern (Fig. 7). In short, negative R}}“ lead to
lower median values of S; when found at greater distances, whereas
positive R}}“ stabilize S; to larger distances. Again, a bimodal distri-
bution is found for both negative and positive R,F}“. As the distance
increases, the lower distribution becomes more dominant until the
higher distributions disappear.

In detail, at a maximum distance of one hop, the negative Rg.“
has a peak with a high median value of S; around 0.98 (95% CI:
0.987-0.993), while the positive R}}“ has a very low median value
of around 0.76 (95% CI: 0.747-0.763). At two hops distance, the
median value S; of negative Rg." starts to decrease, due to a more
increasing prominent lower distribution. In contrast, after a drop
at two hops, the positiveRg.‘r continues to show increasing median
values of S; peaking at a maximum distance of four hops with a
value of about 0.97 (95% CI: 0.966-0.975), due to more prominent

pubs.aip.org/aip/cha
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FIG. 7. Violin plot of the maximum distance of relevance scores R; > 0.05 and
Rj < —0.05 to the node v;, grouped by predicted SNBS and sampled over 500
graphs. The dashed line denotes the median, while the first quartile and the third
quartile are denoted by dotted lines.

higher distribution. Only after four hops, the positiveR}]l.‘r indicates
a decreasing median of ;. Thus, important positive contribution

R;}“ are indicative of lower median values of §; at a larger maximum

distance compared to negativeR}}“.
This analysis reveals a relation between the location of rele-

vant nodes, as well as distinct effects of positive or negativeR}]h’.
b
v; corresponds to a decreasing lower S;. Additionally, negative RE}“
show a decreasing lower median value of S; after one hop, while pos-
itive R};‘r are beneficial, when distributed over a larger distance and
only indicate lower median values of S; beyond four hops. These
violin plots in Figs. 6 and 7 refine the results of Sec. IV A2 and
emphasize that with increasing distance, the distribution of higher
SNBS scores decreases, while the distribution of lower SNBS values
increases.

In general, R located five hops or more from the predicted node
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FIG. 8. Graph of 100 nodes with aggregated relevance score g; for every node v;.
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B. Aggregated LRP results

In this section, we compare the aggregated LRP score g; with
classic network measures. An example of a graph with aggregated g;
is given in Fig. 8. As demonstrated in Sec. I11 B, g; can be interpreted
as the local contribution of each node v; to the average SNBS S,,,
of the graph. This raises the question, if nodes that have a particu-
larly high or low contribution to the average stability are somehow
distinguished by established network measures. This provides us
with a novel type of network measure base analysis, not target-
ing node-wise stability directly, but stability as resolved through
the lens of the relevance decomposition of a GNN. The Spearman

0.3

104
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m 103m
O [§]
O g
0.1
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—0.02-0.01 0.00 0.01 0.02
gi
(a)
[ positive g;
40 - @ negative g;
=
4
<]
A 20

T
0.05 0.10 0.15
average ccp

(c)
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TABLE I. Spearman correlation coefficients between selected network metrics and
unnormalized relevance scores g;.

Spearman correlation coefficient g

Second-order centrality’’ 0.42497
Katz centrality” —0.57174
Degree —0.59878
Load centrality™ —0.610 69
Betweenness centrality”! —0.61121
Communicability betweenness centrality” —0.620 12
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3
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FIG. 9. Results sampled over 500 graphs, comparing network measures (Ccs, Ckat;) With aggregated relevance scores (g;). Top row: distributions in log scale. Bottom row:
densities of average network metrics per graphs and separated by sign of g;. (a) Distribution sampled over 500 graphs of (ccs) and the aggregated relevance score (g;), in
logarithmic scale. (b) Distribution sampled over 500 ck., and aggregated relevance score g;, in logarithmic scale. (c) Density of the average ccg by each graph of negative
and positive g;. (d) Density of the average ck., by each graph of negative and positive g;.
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correlation is computed using 300 graphs, each with 100 nodes,
resulting in a total of 30000 aggregated relevance scores g;. The
highest correlation coefficients between g; and the network met-
rics are presented in Table I, with all results having a p-value of
<0.001. The results of all network measure correlations can be found
in Appendix F. We observe only a few significant positive correla-
tions. The strongest positive correlation coefficient is the second-
order centrality o,” showing a correlation coefficient of 0.42. In
contrast, there are more negative correlations, with the strongest
being observed with the communicability betweenness centrality
ccp.”* Notably, all network metrics with higher correlation involve
some form of walk computations. These underlying graph attributes
could have an important influence on S, of the network, through
their correlation with the aggregated LRP score g;. Important to note
is, that nodes with a high centrality of walk attributes are negatively
correlated and, therefore, considered in average as a negative contri-
bution to the prediction. This leads to the question, whether graphs
with nodes in general with lower centrality of walk attributes could
lead to a higher S,,,. Comparative assessments of the distributions
of highly correlated network metrics with respect to g reveal fur-
ther details. As an example, Fig. 9(a) shows the 2D histogram of the
communicability betweenness centrality ccp,” and Fig. 9(b) shows
the 2D histogram of the Katz centrality cga,.”’ Overall, cxq, has
lower correlations than ccp, but it shows clearer trends in the dis-
tribution, especially in the negative part of g;, compared to ccp. An
additional one-dimensional kernel density estimate of both metrics
is provided in Appendix F 1, which further emphasizes the differ-
ences between the two metrics. In particular, ccp is clearly skewed
toward higher values, highlighting its distinct distribution compared
tO Crarz- In an additional assessment, the average of ccp and cxy, is
calculated for two groups within each graph: nodes with negative g;
and nodes with positive g;. The resulting distributions are presented
in Figs. 9(c) and 9(d) as a kernel density estimation. In both figures,
there is a clear distinction between the average negative and posi-
tive g;. However, the positive distribution of the Katz centrality ¢y,
is clearer separated and steeper, suggesting that ¢, may be better
suited for exploring topological interventions for more stable power
grids compared to network metrics with slightly higher correlations,
such as the communicability betweenness centrality ccp.

V. CONCLUSION AND OUTLOOK

The exploration of GNN decision processes through XAI in
the domain of power grids has provided valuable insights, but has
also highlighted the complexity of the prediction pattern. We find
that the prediction is influenced by nodes beyond direct connec-
tions, as demonstrated by qualitative and quantitative analyses of
individual relevance scores from LRP and GNN-LRP. An additional
quantitative analysis reveals a systematic distribution difference in
LRP relevance scores: important scores R}Jhr indicate lower SNBS §;
when distributed over larger distances, and specific negative scores
Rg‘r beyond direct neighbors of the predicted node v; are linked to

lower S;. In contrast, positive scores R still seem beneficial at larger

distances. To summarize, both the location and the value (posi-

tive or negative) of R"™ matter. If far away regions are used in the

)

GNN prediction, the nodes tend to be unstable. This seems plausible,
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because nodes that sensitively couple into the large parts of the grid
are vulnerable. GNNs and LRP then provide a way to quantify this
sensitive coupling.

Aggregating the LRP scores to g provides us a measure of
the contribution of an individual node to the overall stability. This
allows for a comparison with common network measures. There-
fore, by exploring the correlation of network metrics with g;, the
impact of common network metrics on S,,, can be implicitly ana-
lyzed. Among them, Katz centrality cy,, with its clear trend in the
negative area might be a promising metric for exploring topological
design options for more stable power grids. Perhaps, such corre-
lation analyses can bridge the gap between XAI and traditional
approaches based on network measures. Applying XAl in this power
grid inspired use case has provided valuable novel insights. How-
ever, it does not directly reveal explanations that are interpretable
to domain experts. While we could quantify, how sensitive stabil-
ity properties are to far away node properties, the XAI methods did
not reveal what causes this sensitivity to be high. A more precise
understanding of how topological features shape dynamical out-
comes remains elusive. This highlights the necessity of tailoring XAI
applications to meet the specific needs of experts, especially in a con-
text, where we do not know ground truth explanations. As stated in
Ref. 32, we must work toward explanations that are designed not for
Al itself, but for the needs of the application domain.
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that supports the findings of this study is openly available in Ref. 34.

APPENDIX A: GNN MODELS AND ACCURACY

The detailed architecture of the GNN, along with the accuracy
metrics used for the LRP and GNN-LRP approaches, is provided
below. Table IT presents the architecture, as well as the accuracy met-
rics, which include Mean Squared Error (MSE) and R2. Similarly,
Table 111 provides the same details for the GNN used in the GNN-
LRP approach. It is important to note that the GNN for GNN-LRP
has fewer layers due to computational constraints, resulting in lower
accuracy.

APPENDIX B: LRP FOR TAGCNETS

In the following, details of the y-rule implementation of LRP
for TAGNets are described.

The structure of the TAGCNet (in Sec. I1 C) involves the inte-
gration of various powers s = 0,. .., S of the normalized adjacency

TABLE II. Architecture and results of GNN used for LRP.

GNN for LRP

Test accuracy

MSE 0.028
R? 0.815
Architecture

Number of layers 5
TAGCNet layers 4
Linear layer 1
Number of hops (TAGCNet) (3,4,3,4]
Activation function ReLU
Optimizer SGD
Learning rate 0.080

pubs.aip.org/aip/cha

TABLE Il Architecture and results of GNN used for GNN-LRP

GNN for GNN-LRP

Test accuracy

MSE 0.05
R? 0.632
Architecture

Number of layers 3
TAGCNet layers 2
Linear layer 1
Number of hops (TAGCNet) [4,4]
Activation function ReLU
Optimizer SGD
Learning rate 0.085

matrix A. The hidden nodal states of one node from h; e R4 in
layer (#) to by € R'™%+1 in layer (¢ + 1) with d; as node features can
be expressed within the message passing framework by

Vs: g/t = Z h{" w},ﬁjl) aggregate, (B1)
70
s
h,(:“) =p (Z z,((fsﬂ)) combine. (B2)
s=0

Note that, for simplification, we assume one dimension for the
hidden nodal features d; = d;; = 1. The bias is included and rep-
resented as 0 within the hidden nodal states j,0. In the TAGCNet,

the weight w;,itl) differs on the specific power s of the normalized

adjacency matrix A.
The adapted y-rule can now be obtained by

+
0 (t+1) (t+1)
> h '(ij,s +V(ij,s ) )
f_
K= 0 (t+1) a+n\*
k Zo,sthj '(ij +V(ij ) )

RV (B3)

APPENDIX C: IMPLEMENTATION OF GNN-LRP

In Appendix Cl, the theoretic justification adapted from
Schnake et al."” of the derivation of GNN-LRP for TAGCNet is pre-
sented. Note that GNN-LRP computes relevance scores for walks
W, a subsequent order of nodes. The node order of the walks is con-
strained by edges of the input graph, while the length is constrained
by the depth of the GNNs.

1. Deriving the GNN-LRP procedure for TAGCNet

To justify the implementation of GNN-LRP for TAGCNet lay-
ers within the DTD framework, we follow the inductive principle by
Schnake et al."” The aim is to show that the propagation rule can be
continued, and the conservation property remains between layers.

This requires a different representation than in Appendix B, as
a distinction must be made between neurons and the nodal hidden
state h. It is necessary to analyze the graph connectivity at the neuron
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level to derive a suitable propagation rule. To illustrate this, a node
Kin layer (¢ 4 1) can consist of multiple neurons, each representing
a different feature dimension d;, of the node hidden state k.

In the following, nodes are represented with the indices J, K, L
and are associated with the layer (t — 1), (¥), (t + 1), respectively.
Neurons of these nodes are represented by j, k, .

Step 1 assumes that the relevance score Ry of a neuron k at
node K in layer ¢ can be written as a dot product with

Ryp.. = hycprs (C1)

where hy represents the hidden state of neuron k at node K and ¢,
an arbitrary constant.
Step 2 defines a map ((A k)] IS I) — Ry, which connects,

depending on the power s of the normahzed adjacency matrix A,

neuron j of node J to the relevance score Ry, of neuron k. In case of
TAGCNet, the hidden state of a neuron k is then given by [compare
with Eq. (B1)]

he=p ZZZ ks | (C2)
jel s
with: vies = hjwis. (C3)
Inserting Eq. (C2) in the LRP y -rule in Eq. (B3) leads to
Ry = Z 25 M jes + ¥ max (0, viks))
Z] Zje] > )L;.k(vjk,s + y max(0, vi))

keK

Ry (C4)

In comparison to the LRP y-rule in Eq. (B3), here [Eq. (C4)], the
mapping Aj, restricts the computation of the relevance score Ri,
resulting in Rjx;, only summarized over a subset of nodes.

If we assume h; > 0 and express W]ks = Wit + v max(0, wjk)
as the LRP-y rule, Eq. (C4) can be transformed to

Rir. (C5)

Z Z h; )”IK ks
kek Z1 ZJEI by MKW jks

Step 3 verifies that the propagation rule can be continued for
TAGCNet, as it has a similar product structure. Replacing ky in the

definition of Ryy.. = hyeyp with by = p (Zle(l—l) D 2 A}Khjwjk,s)
and inserting Rjx; in Eq. (C4) leads to

2 () Sioy Sk
—h 38 . ~cr . (Co
Ria Z Z ()" 22 2 ey 2o hishi (Wiks) e (0

keK s

]KL

KL

This shows that the GNN-LRP propagation rule can be continued
and, therefore, used for the TAGCNet.

2. Implementing GNN-LRP

To implement the GNN-LRP procedure for TAGCNet effi-
ciently, it must be connected to gradient propagation. We follow the
approach of Schnake et al.'” with slight modifications for TAGCNet.

pubs.aip.org/aip/cha

Using the relevance score R, of neuron j in Eq. (C6) as an
example, the derivative Rix; with h; can be expressed by

aRjKL apk hk
8_hj = CGkL = Z ah] o —CkL» (C7)

with pk Zl Z]e])‘]Kh ij and _' = ZkEKZ )x . With

this reformulation, the forward pass of GNNs can be rewrltten by
“detaching” certain parts so that the output remains the same, but
the relevance scores can be computed by automatic differentiation
mechanisms.

The message propagation scheme of TAGCNet [see Eq. (7)] is
transformed for GNN-LRP to

P = Zzt,swgp
s

Q=P0O |::0 (Z Z Ws,t) (%) Ptj| > (C8)

Hy = Q O M+ [Q], © (1 — Mp).

The Z,, € R™@-1*-1) matrix is the result of the aggregation
step, which is transformed by a learnable weight matrix WY,

€ RUérsexdi1x- from d,_; to d;. W/, depends on the given LRP
rule. P;, Q,, H;, and the learnable welght matrix W, are of the size
R™*dst The operator [-] ., detaches part of the computation, and the
operators © and @ denote the element wise-multiplication and divi-
sion. In the last step, the node entries are masked by My, if they are
not associated with a specific node (here node K). Backpropagating
through the entire GNN with a matrix mask M;. for each layer leads
to a relevance score for one ordered walk of nodes. Note that each
possible walk requires a separate backpropagation step, making it
computationally demanding for deeper GNNZs.

APPENDIX D: ASSUMPTION AGGREGATED
RELEVANCE SCORE

The equation S,,, = ), g relies on one assumption.

The GNN prediction Sj,.4 is assumed to be approximately the
true SNBS S;. The relevance score R; depends on Sj,4, SO pos-
sible errors €; of Sj,.q are included in R;. With Sjj,.s of node v
described by

Sipred =S+ 6 = Y _ Ry, (D1)

the error ¢; is included in Eq. (15) by

—Z(s +¢) = ZS+ Savg+

€avg

Zg, (D2)

If the average error €,,, is small, S,,, can be approximated by >, g;.
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APPENDIX E: THE QUANTITATIVE
DISTANCE-DEPENDENT RELATIONSHIP OF THE
RELEVANCE SCORE, R, TO THE SNBS, S;: BOOTSTRAP
ESTIMATES AND CONFIDENCE INTERVALS

The following tables present the bootstrap estimates and confi-
dence intervals of thresholded relevance score R¥™ with respect to
the maximum distance, defined as the largest distance between a
node v; with a non-zero threshold score and the node v; with the
SNBS score S;. The results are based on a dataset of 500 graphs, each
with 100 nodes, resulting in a total of 50000 nodes. For both the
mean and median, 95% bootstrap confidence intervals are calculated
from 5000 resamples with replacement, using the 2.5th and 97.5th
percentiles of the bootstrap distributions as the interval bounds.

Tables IV and V present bootstrap estimates of the median
and mean of S; with respect to R};‘r. The estimates remain stable at

TABLE IV. Median bootstrap estimates of S; with absolute R{" and 95% confidence
intervals.

Hops Median estimate Lower 95% CI Upper 95% CI
1 0.958 0.903 0.994
2 0.803 0.801 0.805
3 0.929 0.920 0.938
4 0.951 0.944 0.956
5 0.845 0.842 0.848
6 0.823 0.824 0.829
7 0.807 0.802 0.811
8 0.793 0.783 0.802
9 0.763 0.750 0.777
10 0.723 0.645 0.802

TABLE V. Mean bootstrap estimates of S; with absolute R}}" and 95% confidence
intervals.

pubs.aip.org/aip/cha

TABLE V1. Median bootstrap estimates of S; and negative R};" with 95% confidence
intervals.

Distance ~ Median estimate ~ Lower 95% CI ~ Upper 95% CI

1.0 0.989 0.987 0.992
2.0 0.901 0.890 0.910
3.0 0.830 0.827 0.833
4.0 0.821 0.817 0.825
5.0 0.833 0.830 0.837
6.0 0.826 0.822 0.829
7.0 0.810 0.804 0.816
8.0 0.792 0.782 0.803
9.0 0.766 0.755 0.778
10.0 0.656 0.630 0.779

TABLE VII. Mean bootstrap estimates of S; with negative R}j'“ and with 95% confi-
dence intervals.

Distance Mean estimate Lower 95% CI Upper 95% CI
1.0 0.931 0.929 0.933
2.0 0.893 0.891 0.895
3.0 0.861 0.858 0.863
4.0 0.849 0.846 0.852
5.0 0.854 0.850 0.858
6.0 0.847 0.843 0.852
7.0 0.830 0.823 0.836
8.0 0.810 0.799 0.822
9.0 0.765 0.746 0.785
10.0 0.694 0.630 0.782

TABLE VIIl. Median bootstrap estimates of S; with positive R}j’" with 95% confidence
intervals.

Hops Mean estimate Lower 95% CI Upper 95% CI Distance ~ Median estimate ~ Lower 95% CI ~ Upper 95% CI
1 0.890 0.874 0.905 1.0 0.756 0.747 0.763
2 0.835 0.831 0.839 2.0 0.797 0.793 0.800
3 0.891 0.889 0.893 3.0 0.926 0.918 0.935
4 0.897 0.896 0.899 4.0 0.971 0.966 0.975
5 0.872 0.870 0.874 5.0 0.845 0.842 0.849
6 0.851 0.847 0.854 6.0 0.822 0.818 0.825
7 0.826 0.821 0.831 7.0 0.801 0.797 0.804
8 0.805 0.796 0.815 8.0 0.777 0.762 0.795
9 0.766 0.749 0.781 9.0 0.758 0.734 0.777
10 0.732 0.678 0.791 10.0 0.750 0.667 0.825
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TABLE IX. Mean bootstrap estimates of S; with positive R}/.“’ with 95% confidence
intervals.

Distance Mean estimate Lower 95% CI Upper 95% CI
1.0 0.788 0.777 0.798
2.0 0.829 0.825 0.834
3.0 0.887 0.884 0.889
4.0 0.909 0.907 0.910
5.0 0.875 0.873 0.877
6.0 0.846 0.843 0.850
7.0 0.819 0.812 0.825
8.0 0.786 0.774 0.798
9.0 0.760 0.738 0.784
10.0 0.744 0.699 0.788

smaller distances, except at a maximum distance of 1, where the con-
fidence interval widens, indicating increased uncertainty. A similar
widening is observed at larger distances (from approximately 8 hops
onward), likely due to reduced data availability in these edge cases.
Similar behavior can be observed in Tables VI-IX. For both positive
and negative Rg‘r, the confidence intervals widen at larger distances,
starting around 8 hops, likely due to fewer data points in edge cases.
When comparing positive and negative RE.“, the hops with higher
uncertainty shift. For one hop, the median and mean of the positive
Rg.“ show wide intervals, whereas for the negative Rg“ the uncer-
tainty is larger in the median at 2 hops. In contrast, the mean for
negative RE}“ remains consistently stable up to 8 hops. This observa-
tion aligns with Fig. 5(b) in Sec. IV A 2, where the number of nodes
with negative R;; is also higher at a distance of one hop.

APPENDIX F: SPEARMAN CORRELATION BETWEEN
AGGRECATED g; AND TRADITIONAL NETWORK
METRICS

The following tables and figure present various details on
the Spearman correlation between network metrics and different
aggregated LRP scores. In addition to the aggregated g;, which is
discussed in the main sections (e.g., Sec. I1I B), we compare it here
with g;, which is normalized by the prediction S; before summa-
tion, as well as with aggregated relevance scores, where only negative
or positive scores are considered. Table X provides an overview of
all evaluated network metrics. While the absolute correlation value
of g is lower, the overall trend remains largely consistent with g;.
Additionally, Fig. 10 presents the correlation trend between strongly
correlated network metrics and g;, as well as only the aggregated
negative or positive components of g;. Interestingly, the negative
g seems to drive mostly the correlation between network metrics.
To demonstrate the relationship between the trained GNN and
network metrics, we compare the LRP scores with the network met-
ric correlations of both a trained GNN (in Table XI) and of an
untrained GNN with random initialized weights (in Table XII). The
comparison reveals that the highest network metric correlations in
the trained GNN differ significantly from those in the randomly
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initialized network. Moreover, not only do the correlations vary, but
they are also notably lower in most cases for the untrained GNN.
This suggests that the GNN learns network-specific attributes that
may be related to network metrics.

1. Metrics: Katz centrality ck.: and communicability
betweenness centrality ccp

The following figures show the density distribution of the
communicability betweenness centrality ccp [Fig. 11(a)] and the
katz centrality ccp [Fig. 11(a)]. Unlike the distributions shown in
Figs. 9(c) and 9(d) in Sec. IV B, these figures represent the distri-
bution of positive and negative g; across all graphs rather than aver-
aging positive and negative g; values per graph before computing
the density. Although the distinction between these distributions is
not very pronounced, the peak of positive g; remains relatively dense
compared to negative g;.

TABLE X. Complete table of Spearman correlation coefficients between selected
network metrics and not normalized aggregated relevance scores g; and normalized
aggregated relevance scores g; by its prediction before aggregation.

Spearman correlation coefficient

Normalized g; g
Second-order centrality 0.368 0.425
Min load connected lines 0.326 0.357
Neighbor degree min 0.269 0.387
Eccentricity 0.208 0.222
Mean load connected lines 0.167 0.134
P 0.075 0.218
AAP 0.048 0.126
AP —0.004 0.002
AAAP —0.006 0.008
Fiedler vector —0.009 —0.023
Average neighbor degree —0.055 0.000
Max load connected lines —0.125 —0.224
Clustering —0.188 —0.226
Square clustering —0.193 —0.219
Neighbor degree max —0.260 —0.270
Eigenvector centrality —-0.275 —0.291
Closeness centrality —0.309 —0.347
Resistance distance centrality —0.351 —0.375
Current flow closeness centrality —0.353 —0.378
Information centrality —0.353 —0.378
Harmonic centrality —0.370 —0.432
Row sum AAA —0.393 —0.460
Row sum AA —0.415 —0.504
Subgraph centrality —0.437 —0.541
Current flow bet. centrality —0.447 —0.587
Katz centrality —0.448 —0.572
Load centrality —0.451 —0.611
Betweenness centrality —0.451 —0.611
Degree —0.462 —0.599
Communicability bet. centrality —0.476 —0.620
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FIG. 10. Spearman correlation of summed, positive, and negative aggregated relevance scores in relation with different network metrics.

TABLE XI. Table sorted with network metrics in decreasing order of Spearman
correlation coefficient in g; with trained GNN from Table 1.

TABLE XII. Table comparing metrics with different combination of relevance scores

of random initialized untrained GNN.

Spearman correlation coefficient

Spearman correlation coefficient

g pos. g neg. g; g pos.g;  neg.g;
Second-order centrality 0.425 0.266 0.535 P —0.393 —0.406  —0.317
Neighbor degree min 0.387 0.352 0.317 Degree —0.108 0.115 —0.183
Min load connected lines 0.356 0.313 0.316 Betweenness centrality —0.113 0.178  —0.230
P 0.218 0.309 0.005 Load centrality —0.113 0.178 —0.230
Harmonic centrality —0.431  —0.251 —0.580 Current flow bet. centrality —0.087 0.152  —0.177
Row sum AA —0.504 —0.351 —0.568 Communicability bet. centrality ~ —0.092 0.147  —0.181
Subgraph centrality —0.541  —0.400 —0.570 Katz centrality —0.072 0.098  —0.125
Katz centrality —0.573  —0.433  —0.587 Subgraph centrality —0.066 0.062  —0.010
Current flow bet. centrality —0.587 —0.472 —0.559 Harmonic centrality —0.007 0.085  —0.031
Degree —0.599  —0.470 —0.584 Second-order centrality 0.0072  —0.077 0.027
Load centrality —0.611 —0.497  —0.568 Min load connected lines 0.009 —0.079 0.049
Betweenness centrality —0.611 —0.497  —0.569 Neighbor degree min 0.166 —0.147 0.301
Communicability bet. centrality =~ —0.620  —0.491 —0.606
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FIG. 11. Density of negative and positive relevance g;. (a) Communicability betweenness centrality c¢s. (b) Katz centrality ccs.
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APPENDIX G: HEATMAPS
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Figures 12(a) and 12(b) display irregular heatmaps, which contribute to the continuous lines in heatmap 4 from the qualitative results in
Sec. IV A 3. Although LRP is applied to the predictions of two nodes that are not close to each other, the heatmaps of node 10 and node 83

exhibit the same prediction pattern and share the same scale on the color bar.

13.26

9.94

6.63

331

-4.36

-8.73

-13.09

-17.46

13.26

9.94

6.63

3.31

0.0

-4.36

-8.73

-13.09

-17.46

Predicted node 10

Predicted node 10

FIG. 12. LRP heatmap of relevance score R; of the SNBS prediction, R; is normalized with respect to the output of the model. The value of R; is above the nodes, and
values |R;| < 0.01 are not presented. (a) LRP heatmap of relevance score R; of the SNBS prediction of node 10 (marked with a purple circle), R;. (b) LRP heatmap of

relevance score R; of the SNBS prediction of node 83.
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